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PART 1: Integratingokkoswith CASTLES

What do you do when someone hands you 100,000 lines of Fortran and says
GYF1S GKAA NYzy 2y | yeluKAIKE

PART 2. GREpecific kernel optimizations

How do | make pegrid-point inner loops blazing fast?
Highly general/easily transferrable to other applications.
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CASTLEE&artesian Adaptive Solver Technology for Large Eddy Simulations

A A highorder NavierStokes solver for turbulerdombustion
A Written in Fortran
A MPI parallelism, but no intraode parallelism

T [K]
225.7 962 1698 2434 3170.

“l]ll.llllitﬂ@ﬂllll !I‘Ill_,w

CASTLES simulation of rotating detonation engine
(courtesy of Dr. Christophéiiet?
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Structure of CASTLES

Geometry

Handles spatial discretization

Control API
e _ _ ]4\r
Timestepping q
Time derivatives for physical quantitieﬂ
. L
e ¢ e
System >
L Specifies system of equations J L

Equations

Physicsindependent quantities

N

[

Physics
Turbulence models
Detailed chemical kinetics

Chung Viscosity Model (ported t§okko9
\_ PengRobinson Equation of State (ported t¢okko9 )

\
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What isKokko®
/| bbb CNJ YSg2N] & [ £ AYa Gt SNF2NXYIyGdG ONRaa LXIGT
Parallel patterngfor, reduce, scan) accepser-definedfunctors (like Thrust or Intel TBB)
Backenddor NvidiaGPU, Intel Xeon, Xeon Phi, IBM Power8, others.

G+ASgé RI Gprovide bptiizOlaydah S a
cacheorder access when compiled for CPU, coalesced access when compiled for GPU.

Thrust offers similar muHlplatform backends but less low level control and does not abstract data layout.
Programmingsuide:
AtGTC 2017:

S7344 Kokkos The C++ Performance Portability Programming Model
S7253 KokkodHierarchical Tasata Parallelism for C++ HPC Applications
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https://github.com/kokkos/kokkos/blob/master/doc/Kokkos_PG.pdf

Enablingkokkosn CASTLES

CASTLES is a Cartesian solver written in Fortran 90.
A Identify performance limiting subroutines

A Port Fortran subroutines tBokkosC++

A Optimize ported routines

A Minimally invasive integration dfokkosC++ with CASTLES
6402RS &adzZNESNEEU
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|dentify critical subroutineg CPU profile

Quick and easy singf@ocess profile witmvprof.

nvprof  -- cpu - profiling on
-- cpu - profiling - mode top -down . CASTLES.x

| like the topdown view.
Easyto see globastructure and call chains.

Can also do bottom up profile (defaplt
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|dentify critical subroutineg CPU profile

Quick and easy singf@ocess profile witmvprof.

nvprof  -- cpu - profiling on

-- cpu - profiling - mode top -down . CASTLES.x

| like the topdown view.

Easyto see globastructure and call chains.

CPU profiling result (top down):

51.29 % clone

51.29% start_thread
% orte_progress_thread_engine

51.29

[

[

| 51.29

| 51.29

| 51.29
48.54 % MAIN__
| 48.45% interfacetime_mp_maintimeexplicit
| | 48.45% interfacetime_mp_rhstimessp34

|
[
[
[
|
|

Can also do bottom up profile (default) ||

[ 221 & f ped¥ (lkREAgSG BIR dzi A Y

areburning a lotof time

% opal_libevent2021_event_base_loop

% poll_dispatch
% poll

29.77 % interfacegeom_mp_rhsgeomrescalc _
15.46% interfacegeom_mp_rhsgeom3dresad1llr_
| 15.35% interfacesysexternal_mp_rhssysupdiss

|| 15.35%

9.85 % eosmodule_mp_eoscalcrhohOfromtp_
| 9.64% eosmodule_mp_eosrhohfromtpprop

interfacesysinternal_mp_rhssysscalarupdiss

| 9.64 % preosmodule_mp_preosrhohfromtppro_p

5.18 % eosmodule_mp_eosgammajacobianproperties _
5.10 % preosmodule_mp_preosgammajacobianproperties

13.90% interfacegeom_mp_rhsgeom3dviscres2__
| 13.84% interfacesysexternal_mp_rhssysviscflux

13.32 % preosmodule_mp_preosviscousfluxproperties

| 7.85% chungtransmodule_mp_chungcalctransprop

| 3.27% preosmodule_mp_preoscriticalstate

18.33 % interfacegeom_mp_bhcgeomrescalc
14.77% interfacegeom_mp_bcgeomsubin

| 14.77%

14.77 % preosmodule_mp_preoscalctfromhp

3.56% interfacesysexternal_mp_stepsys3dcalcqadd_

3.53
I

% eosmodule_mp_eosthermalproperties
3.50% preosmodule_mp_preosthermalproperties
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interfaceeqnfluids_mp_bcfluidseqns_ubin_velocity
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PengRobinson equation of state and Chung transport model

PengRobinson Equation of State:
Computes physical properties (density, enthalpy, etc.) for real gas
mixtures at high pressure

Chung Transport Model:

Computes transport properties (viscosity, thermal conductivity,
mass diffusivity) for real gas mixtures at high pressure

Many underlying subroutines shared between Chung afid P
Properties are computeahdividually per cell

(or interpolated points at cell interfaces),

sotrivially parallel

Relatively small data transfer, lengthy computation
=> perfect for GPU offload

Input/output data scales linearly with number of species (NS)

Subroutines contain single loops, double loops, triple loops over NS
=> runtime scales like a*NS + bANSC*NS

Occupies majority of CASTLES runtime for ns >= 4ish

Seconds per grid point

2.50E-05

2.00E-05

1.50E-05

1.00E-05

5.00E-06

0.00E+00

Cubic polynomial fits FR scaling
with number of chemical species

Runtime on GPU ——Poly. (Runtime on GPU)

y = 2E10% + 3E09x% + 2E08x + 6ED9
R2=0.9999

5 8 1114172023262932353841444750
Numberof species (NS)

AFRL HERITAGE  1917-2017
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Architecture of myKokkosramework

Designed for minimalljnvasive operation alongside large Fortran code.

Frame

/l Owns and allocate3VPropertie®bject
TVProperties tvproperties

/I Controls Kokkosnitialization/finalization
B2AR AYAGALFEAT SOX0T
VAR FAYLFEAT SOXO0T

TVProperties gettvpropertieg);

Everything is controlled from
Fortran through a single
lightweight global Frame obiject.

Kernel launches and datmmms
are referred toTVPropertie$
owned by Frame.

(S ;
AFRL HERITAGE | 1917-2017
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Architecture of myKokkosramework

Designed for minimalljnvasive operation alongside large Fortran code.

Frame TVProperties
/I Owns and allocate3VPropertie®bject /I Owns and allocate3Vimplobject
TVProperties tvproperties TVImpt impl;
/I Controls Kokkos’nitiaIization{finaIization /] Public member functions to communicate data
@2AR AYAUAFEAT SOXOT I/ tolfrom Views in TVImpl
VZAR FTAYFEAI SOX0T void populatelnputStripé X 0 T
_ _ void populateOutputStripé X 0 T
TVProperties gettvpropertieg); void populateprEOSSharedDataX 0 T
void populatechungSharedDataX 0 T
X

. . /l Public member functions to launch collections off
Everything is controlled from | // kernels

void prEOSViscousProperties< 0 T

Iightweight gIObaI Frame ObjeCt- voideosGammaJdacobianPropertieX 0 T
X

Kernel launches and datmmms
are referred toTVPropertie$
owned by Frame.

AFRL HERITAGE | 1917-2017
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Architecture of myKokkosramework

Designed for minimallinvasive operation alongside large Fortran code.

Frame

TVProperties

/I Owns and allocate3VPropertie®bject
TVProperties tvproperties

/I Controls Kokkosnitialization/finalization
B2AR AYAGALFEAT SOX0T
VAR FAYLFEAT SOXO0T

TVProperties gettvpropertieg);

Everything is controlled from
Fortran through a single
lightweight global Frame object.

Kernel launches and datmmms
are referred toTVPropertie$
owned by Frame.

/ Owns and allocate3Vimplobject
TVImpt impl;

/I Public member functions to communicate data
/I toffrom Views in TVImpl

void populatelnputStrip@ X 0 T

void populateOutputStripé X 0 T

void populateprEOSSharedDataX 0 T

void populatechungSharedDataX 0 T

X

/I Public member functions to launch collections o
Il kernels

voidprEOSThermalProperti@sx 0 T

void prEOSViscousProperties< 0 T
voideosGammaJdacobianPropertieX 0 T

X

DISTRIBUTION A: Approved for public release; distribution unlimited

TVImpl
/I Contains members of VPropertiesi K i R 2
I external visibility pimplidiom)
// Owns and allocate&okkosviews
ViewlDType T;
ViewlDType P;
ViewlDType Yi;
X60aSOSNIrt R21 Sy 2F (KS¥

/I Owns std::unordered_mapdo launch kernels

[/l and communicate data by name

unordered_magstring,ViewlDType>
selectlDViewByName;

unordered_magstring,View2DType>
select2DViewByName;

/I Owns Launcher foeachkernel

/I (lightweight wrapper wittstringidentifier,

/I inherits common timing routinegrom

/I LauncherBase

unordered_mapgstring,LauncherBage launchers;

V' Qi

void safeLaunch X 0 T

AFRL HERITAGE | 1917-2017
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For modularity and consistency: one subroutiene kernel

Fortran subroutine:
Operates on a single grid point at a time

pure subroutine  prEOSCalcSoundSpeed & Kokkoskernel launch:

(rho, rhop, rhoT, hp, hT,c) Operates omActivePoints grid points inparallel
use useGENKindDefs , only : dp
implicit none _
real (dp), intent (in) ::rho, thop , rhoT, hp, hT Parallel pattern Parallel work index

real (dp), intent (out):c

c= sqrt (rho* ht/& parallel_for ( tvimpl ->nActivePoin
(rho* rhop *ht + rhot *( 1.0 _dp -rho* hp ))) KOKKOS_LAMBDAConst int &t)
{
end subroutine prEOSCalcSoundSpeed c(t) = sqrt (rho(t)* hT(t)/
e =) (rho(t)* rhoP (t)* hT(t)

functor (lambda) + rhoT (t)*( 1.0 -rho(t)* hP(t))))

)

KokkosViews,
captured by value from members ®¥Impl )
(View copy constructor is a lightweight shallow copy)

There are roughly 50 of these that serve as building blocks.
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GPU Speedups for Standalone R&uwdpinson

Speedup

GPU* vs. Serial Fortran**

m5species 10 20 m50

32.6X

24.6X

18.7X
15.5X

Fortran (Serial)

* Nvidia Kepler K40

DISTRIBUTION A: Approved for public release; distribution unlimited

Goodspeedups overall.

GPUspeedup is better for fewer species (NS)

A Smallerper-thread data set =improved
cache hit rates on GPU

A Smaller inner loops => vectorization less
efficient onCPU

(a combination of GPU doing better and CPU
doing a bit worse)

** Intel Xeon E&2620 v3 CPU




Integratingkokkoswith CASTLES: Interface Functions

C++ Interface functions (callable from Fortran) tell Frame object to initialize/fin&liklos launch collections of kernels, or communicate data.

Interface function to initializé&okkosand allocate storage

extern 1 Covoid frame_initialize _( int device_id ,
int  nGridPoints Corresponding Fortran call
:2: 23 I Compute  KokkosDevicelD as MPI rank%num devices
int  iTurb ) ' Num devices is supplied by input file
{ call  frame_linitialize (%VAL( KokkosDevicelD , &
frame.initialize ( device id , // GPU device to select %VAL( KokkosMaxBlock ), &
nGridPoints , // Chunk size for Kokkos launches %VAL( nspe ), &
ns, /I Num chemical species Y%VAL( ng ) &
nq, RS IWAVEIES %VAL( iTurbType ))
iTurb );
}

Interface function to launch collection of kernels for thermal and viscous properties
Corresponding Fortran call
extern @A C ovoid

frame_tvproperties_eosthermalandviscousproperties ( call
int  nActivePoints ) frame_tvproperties_eosthermalandviscousproperties &
{ (%VAL( NumThisStripe ))
frame.gettvproperties () - >eosThermalAndViscousProperties (
nActivePoints );
}

AFRL HERITAGE | 1917-2017
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Integratingkokkoswith CASTLES: Interface Functions

C++ Interface functions (callable from Fortran) tell Frame object to initialize/fin&liklos launch collections of kernels, or communicate data.

Interface function to initializé&okkosand allocate storage
Disallow name mangling by C++ compiler Trailing _ expected by Fortran linker

[extern /i Clovoid  frame_initialize _l( int  device_id

int  nGridPoints Corresponding Fortran call
int ns
int  nq I Compute  KokkosDevicelD as MPI rank%num devices
int  iTurb ) ' Num devices is supplied by input file
{ call  frame_initialize (%VAL( KokkosDevicelD , &
frame.initialize ( device id , // GPU device to select %VAL( KokkosMaxBlock ), &
nGridPoints , // Chunk size for Kokkos launches %VAL( nspe ), &
ns, /I Num chemical species YVAL( ng ), &
nq, RS IWAVEIES | %VAL( iTurbType )}
iTurb );

Pass integers by value

Interface function to launch collection of kernels for thermal and viscous properties
Corresponding Fortran call
extern @A C ovoid

frame_tvproperties_eosthermalandviscousproperties ( call
int  nActivePoints ) frame_tvproperties_eosthermalandviscousproperties &
{ (%VAL( NumThisStripe ))
frame.gettvproperties () - >eosThermalAndViscousProperties (
nActivePoints );
}

AFRL HERITAGE | 1917-2017
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Communicating Data

Data communication must translate between 4D Fortran pointess £,dataindxandKokkosViews. For some computations, a halo of fringe points must be ignored.

C++ interface function

extern A Covoid frame_castles_populateinputstripe (
const char name[8], / Name tag pf destination View Corresponding Fortran call
double * data, /I Source pointer (from Fortran)
int nx, int ny, int nz, //Dims of block (including fringes) I Name tag of destination View
int SptX, int EptX, /I Fringe boundaries in x - direction tag = A QM char (0)
int Spty, int EptY, [l A - direction y  call frame_castles_populateinputstripe (tag, &
int Sptz, int EptZ, [/ i - direction z Q,& 4D Fortran pointer, source of copy
int  SptData |, /[ Start ofdata region (slowest index ) %VAL( NumX), %VAL( NumY), %VAL( NumzZ), &
int  EptData |, /I End of data region %VAL( SptX ), %VAL( EptX ), &
int  stripeStart , /I Start and end of selected X,Y,Z %VAL( SptY ), %VAL( Epty ), &
int  stripeEnd ) /I stripe; used when looping over block %VAL( SptZz ), %VAL( Eptz ), &
/l'in chunks (stripes) of fixed size %VAL( SptData ), %VAL( EptData ), &
{ %VAL( SptStripe ), %VAL( EptStripe ))
frame.gettvproperties () - >populatelnputStripe ( name,

data, nx, ny, nz, SptX, EptX, SptY, EptY,

SptZz, Eptz, SptData , EptData , stripeStart , StripeEnd );
}

Fortran <> C++ communication works as follows:

1. C++ framework receives double* from Fortran

2. lterates linearly througk,y,zvalues. Extracts volume of data to Views, skipping fringe points.

3. InViewsy,y,zindices are flattened into a single paraiedrk index, t.

4. After computation, reverse the process, copying data from Views back into double* storage with data layout expected hy Fortra

C++ framework must knowdim, ydim, zdim, and fringe boundaries to unpack and repack data. No free lunch here. Anivéxing.

DISTRIBUTION A: Approved for public release; distribution unlimited 17



Data marshalling challenges

Challenge #1.:
Kokkodaunches need enough parallel work (enough grid points) to saturate GPU.
Solution: i X
Ensure availability af K A & LINEZ kQidekiod datavBefelKdkkbdnterface functionsare called.
Restructuringsome Fortran calling functions was required, but minimadactto code overall.
Challenge #2:
Block size handled by each process may change bettaesteps due to adaptive mesh refinement.
Prefer not to reallocat&okkosdata structures, or worse, exhaust GPU memory.
Solution:

LaunchKokko02 YLJdzd F G A2y & @Al | 22 L) 2ldéiNibi fikddFize LINE C
oKokkosMaxBloak €
KokkosMaxBlock & | GdzyAy 3 LI NI YSGSNI AYy AyLlzi FAEST fFNBS Sy2dAK GKI G

10-20 processes are sharing the GPUNwaiaMulti-Process Service.

KokkosMaxBlock 8192 or 12288 usually gives good performance.
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Clusterlevel concerns: Multiple GPUs per node

My application (embedded within a big Fortran code):

Passnum GPU devices per node in Fortran input file:

&KokkosInputs
KokkosNumbDevices =2

Standalone&okkosapplication:

Within code:
Kokkos :initialize ( int & argc , char* argv []); /
To run: Within Fortran, compute device to use as (M&Hk%nundevices):
- call  MPI_COMM_RANK( MPI_COMM_WORLD, rank, ierror )
$ mpirun  -n numprocs ./ myKokkosApp \ KokkosDevicelD = mod(rank,  KokkosNumDevices )
> -- kokkos - ndevices =2

XFyYR OFft (GKS Ay SHoRkosOS Fdzy O A z

Kokkoswill detect available GPUs and assign MPI ranks to GPUs ¢/l frame_initialize (%VAL( KokkosDevicelD ), ...)

(S| (Sl Finally, within C+frame.initialize):

Kokkos :: InitArguments args ;
args.device_id = KokkosDevicelD
Kokkos :initialize( args );

No need for arguments to executable.

** Minor Caveat:If MPI process is bound to a specific set of cakekkosdoes not try to
select the optimally hardware elocatedGPU (thisnay have changed since last | checked).

AFRL HERITAGE | 1917-2017
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Clusterlevel concernsNvidiaMulti-Process Service (MPS
Without MPS:

Each MPI process has its own CUDA context.
Multi-process profile shows one process at a time using a given GPU.

With MPS:

Multiple processes can share a given GPU simultaneously.

Runtime API
Driver APl
Profiling Overhead
= [0] Tesla K40m
=/ Context context rank 0 (CUDA)
T MemCpy (HtoD)

r MemCpy (DtoH)
+ Compute
—I Streams
Stream 7
= Context context rank 2 (CUDA)
7 MemCpy (HtoD)
T MemCpy (DtoH)
# Compute
~ Streams
Stream 7

Kernels from different processes do not overlap Kernels from different processes overlap
For small NS, turning on MPS makes overall
application up ta3X faster

Better utilization and dramatic speedup for my application, and easy to use
(just run nvidia - cuda- mps-control 7 d on each compute node to start the daemons).

See

(S ;
AFRL HERITAGE | 1917-2017
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http://on-demand.gputechconf.com/gtc/2016/presentation/s6142-jiri-kraus-multi-gpu-programming-mpi.pdf

GPU Speedup of Over@ASTLES+Kokkos

Speedup withKokkos
M 1st order  9th order
2.73X 2.79X
2.50X 2I9X
5 species 20 species

2 77x2.83X

40 species

Productionstyle runs:
40 MPI ranks on 2 nodes.

A CASTLES Fortran uses 20 CPUs/node
only.

A CASTLES+Kokkses 20 CPUs + 2
GPUs/node.

A Speedup computed as (CASTLES
Fortran runtime)/Castles+Kokkos
runtime)

2.5-3.0Xconsistently observed across
range of desirable problem parameters.

§~7]
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Kokkoson CPU matches Fortran on CPU

Can theKokkosenabled codebase compile for CPU as well as GPU, with good performance?

Test case: NS=5, d@rid points,
50timesteps

30.2s 2855s

CASTLES+Fortran (1CASTLES+Kokkos
CPU) OpenMP (l thread)** *KMP_AFFINITY=compact,1,granularity=core

Often, naively porting Fortran to C+esultsin a slowdown (e.g. compiler has a harder time optimiaiegtorizingloops).
Need to use hardwarspecific (Intel) compiler and manually tweak vector pragmas for sorkerimel loops, but in the end
KokkosC++ is as fast as original Fortran.

To compile for CPU, just change argumentsnakefile (seeKokkosdocumentation). KOKKOS_LAMBDA(onst  int &)
. _ _ #ifdef ~ KOKKOS_HAVE_CUDA
nvccignores Intel pragmaskokkosenabledsource code is (almost entirely) same as used for.GPU ¢ GRUptimal code goes hereé

#else
Only two kernels needed moderately divergent code for good performance on both CPU and—GFU/.' fgﬁdﬁ’:‘ optimal code goes here €
Kokkoshuild system provides pragmas to select different code when compiling for different hardware.} .

KokkosLINE YA &S 2 F & LUSE NFI2MBYNDYY (LI OWREafaS € A & Y é
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Node level performance + comparison with Xeon Phi

Kokkosruns on Xeon Phis in native mode

A MPI+Kokkogprocesses see Phi cores as additional CPU cores.

A Kokkoscomputations are not offloaded GPityle.

A Entire process runs on a set of Phi cores just like on a multicore CPU.

gad Dt |

Dt ! & INB 2FFt2FR 02 LINR OS & a2 Nd-Epplas? Bubwe ¥ad et ab Adalal ndds levelK A

Runtime for fixed problem size 120NS=5, % order, 20timesteps
726 s

200 s 151 s

67
l - m

CASTLES Fortra€@ ASTLES+K0okkadSASTLES+KokkdSASTLES+Kokkog
20 CPU cores 20 CPU cores + Zeon Phi Knight'sXeon Phi Knight's
GPUs Corner Landing

AFRL HERITAGE | 1917-2017
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System details

Runtime for fixed problem size 120NS=5, % order, 20timesteps
726 s

2x10 core Intel Xeon EX50 v3

Gonfigfile for Intel MPI:

-genv |I_MPI_PIN_DOMAIN= auto:compact
-n20./ CASTLES.kokkos

Although cores aréyperthreaded(40 logical cores available), 200 s 151 s

adding more processes domet improve performance significantly. . 67 s

2x10 core Intel Xeon EX50 v3 - .
+ 2 Kepler K40 GPUs CASTLES Fortra@ ASTLES+KokkdSASTLES+KokkdSASTLES+Kokkod

KokkosMaxBlock 12288 . . . .
Same MPtonfigas CASTLES Fortran 20 CPU cores 20 CPU cores + Zeon Phi Knight'sXeon Phi Knight's

GPUs Corner Landing

hy S YyaA3KiG Q0 dord\N3AG dgica prasessors
KokkosMaxBlock 1024

Confidfile for Intel MPI:

-genv |I_MPI_PIN_DOMAIN=4:compact Tgenv OMP_NUM_THREADS 4

-hostmicO Tn60 ienv KMP_AFFINITY=compactgranularity =core./ CASTLES.knc

hyS YYAIKGEQ& [ YRAY I T Ho nflaonemorydrddeSaEclustgy modé 2 A OF f LINRPOS&aa2NRO X
KokkosMaxBlock 1024

Configfile for Intel MPI:

-genv |_MPI_PIN_DOMAIN=1:compact -genv OMP_NUM_THREADS 1

-n256 1ienv KMP_AFFINITY=compact,granularity =core numactl 1Tm4,5,6,7./ CASTLES .knl

Numactlgm 4,5,6, 7enforcesfirst-touch allocationin onboard highbandwidth memory.

| experimented with fewer MPI processes, bigger domains, and @peaMPthreads,

and found 256 procs with 1 thread/proc best.

AFRL HERITAGE | 1917-2017
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PART 1: Integratingokkoswith CASTLES

What do you do when someone hands you 100,000 lines of Fortran and says
GYF1S GKAA NYzy 2y | yeuKAYy3IKE

PART 2. GREpecific kernel optimizations

How do | make pegrid-point inner loops blazing fast?
Highly general/easily transferrable to other applications.
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BandwidthBound PeiGrid-Point Inner Loops

P-R and Chung involve nested inner loops over chemical species NS (can be 50 or more).

Independent calculations for each grid point.

Toy example (shown as serial loop over grid points):

for ( int t= i< N; t++ )
for ( int y= 0;y< NS; y++)
for ( int x= 0;X<NS; x++)
output[N *( NS*y+x )+t] = ax[x* N+tJray[y* N+t] + bx[x* N+t]*by[y* N+t];

NS

Arraysof size NS*N that store
per-grid-point input data

GOYOIl NN aaAy3dte LINIXEtSEZ¢é FYR AYYSNI f22LJ
but achieving high performance is an interesting problem!
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BandwidthBound PeiGrid-Point Inner Loops

P-R and Chung involve nested inner loops over chemical species NS (can be 50 or more).

Independent calculations for each grid point.

Toy example (shown as serial loop over grid points):

/I Loopover Nagrid points (trivially parallel)
for ( int t= 0;t< N; t++ )
for ( int y= 0;y< NS; y++) // NS ~upto50ish
for ( int x= 0;X<NS; x++)
output[N *( NS*y+x )+t] = |ax[x* N+t]*Hy[y* N+t]| + |bx[x* N+t]*1|4y[y* N+t];|

[ ——\

Several Xdependent loads Several Ydependent loads

GOYOFNNFaaAy3Ite LINFftSté YR AYYSNI f22LK
but achieving high performance is an interesting problem!
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Testing Parameters

Tesla K40 GPU

A
A

12 GB device memory
15 Kepler SMs

Kepler architecture:

> > > >

A

192 singleprecision cores and 64 doubfgecision cores per SM

100% occupancy = 2048 active threads per SM

65,536 registers available per SM

64KB L1 cache/shared memory per SM, configurable as either 48 KB L1 + 16 KB shared, 32 KB L1 + 32 KB share
or 16 KB L1 + 32 KB shared

48 KB reagnly cache (declare pointers wittonst__restrict__ to use this**)

Compiled wittnvccversion 7.5, opin L1 caching, verbose to see register/lao@m use, targeting compute capabilBys
nvcc - Xptxas = Adlcm = c a 6Xptxas = Av 0T arch=sm_35 kernels.cu

Runtime call tacudaDeviceSetCacheConfig (cudaFuncCachePreferL1) to set the 48 KB L1 + 16 KB shared
option in case the compiler chooses to load via L1

For timing purposes, | use N=2048*120, NS=64, 960 blocks, 256 threads/block. On a K40 with 15 SMs, this is 8 full waves

Kernel wall times averaged over 100 trials.
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loads via the 48 KB reazhly cache, | found that for toy kernels presented here, the compiler uses2gbd @ Ol O¢obst SHEY 2X¥R 14 SR
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http://docs.nvidia.com/cuda/kepler-tuning-guide/#read-only-data-cache

NaiveCudaKernelg one thread per grid point

_global__ void naive( double *__restrict __ ax, double * __ restrict__ bx,
double *__restrict__ ay, double *__restrict__ by, double * _ restrict__ output )
{
/I Ordinarily we might wrap this in a grid stride |l oopéomitted to save space.
int  t= threadldx.x + blockldx.x  *blockDim.x ;
#pragma unroll 171 Disall ow compiler unrolling so we& know whatos
for ( int y= 0;y< NS; y++)
#pragma unroll 1
for ( int x= 0;x< NS; x++ )
output[N *( NS*y+x)+t] = ax[x* N+t]*ay[y* N+t]+ bx[x* N+t]*by[y* N+t];
}

FF LT o&pagvadndikSéa FyR £SG GKS O2YLAESNI dzyNREf & Al 6A&KS&ST NBIA doindmee dza § 3 2 §

worsens. 100% occupancy is not always essential, but in this case, explicitly including the pragmas is better thamaeigpiter heuristics.

DISTRIBUTION A: Approved for public release; distribution unlimited

happeni

n



NaiveCudaKernelg one thread per grid point

_global__ void naive( double *__restrict __ ax, double * __ restrict__ bx,
double *__restrict__ ay, double *__restrict__ by, double * _ restrict__ output )
{
/I Ordinarily we might wrap this in a grid stride |l oopéomitted to save space.
int  t= threadldx.x + blockldx.x  *blockDim.x ;
#pragma unroll 171 Disall ow compiler unrolling so we know whatos
for ( int y= 0;y< NS; y++)
#pragma unroll 1
for ( int x= 0;x< NS; x++ )
output[N *( NS*y+x)+t] = ax[x* N+t]*ay[y* N+t]+ bx[x* N+t]*by[y* N+t];
}
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NaiveCudaKernelg one thread per grid point

__global__ void naive( double * __restrict _ ax, double * __ restrict__ bx,
double * __ restrict__ ay, double * __ restrict__ by, double * __ restrict__ output)
/I Ordinarily we might wrap this in a grid stride |l oopéomitted to save space.
int  t= threadldx.x + blockldx.x  *blockDim.x ;
#pragma unroll 1// Disallow compiler unrolling so we know whatods happenin
for ( int y= 0;y< NS; y++)
#pragma unroll 1

for ( int x= 0;x< NS; x++ )

output[N *( NS*y+x)+t] = ax[x* N+t]*ay[y* N+t] bx[x* N+t]*by[y* N+t];

DNAR LRAY({d AYRSE aiGé A& Tl aydepgeytignsigadssimng hdid taths @rda yramoted to registers) during loop over x.
| find that manually hoisting yloads to a register does not affect performance.
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NaiveCudaKernelg one thread per grid point

__global__ void naive( double * __restrict _ ax, double * __ restrict__ bx,
double * __ restrict__ ay, double * __ restrict__ by, double * __ restrict__ output)
/I Ordinarily we might wrap this in a grid stride |l oopéomitted to save space.
int  t= threadldx.x + blockldx.x  *blockDim.x ;
#pragma unroll 1// Disallow compiler unrolling so we know whatods happenin
for ( int y= 0;y< NS; y++)
#pragma unroll 1

for ( int x= 0;x< NS; x++ )
output{N  *( NS*y+x)+t] = [ax[x* N+tlfayly* N+t]}r [bx[x* N+t]yly* N+t]j|

DNAR LRAY({d AYRSE aiGé A& Tl aydepgeytignsigadssimng hdid taths @rda yramoted to registers) during loop over x.
| find that manually hoisting yloads to a register does not affect performance.

Each xload is used only once per outerlpop iteration. a
t NEOlFofe 62yQi KAUG AlgopieravpKS 2y GKS ySEI
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NaiveCudaKernelg one thread per grid point

__global__ void naive( double * __restrict _ ax, double * __ restrict__ bx,
double * __ restrict__ ay, double * __ restrict__ by, double * __ restrict__ output)
/I Ordinarily we might wrap this in a grid stride |l oopéomitted to save space.
int  t= threadldx.x + blockldx.x  *blockDim.x ;
#pragma unroll 1// Disallow compiler unrolling so we know whatods happenin
for ( int y= 0;y< NS; y++)
#pragma unroll 1

for ( int x= 0;x< NS; x++ )
output{N  *( NS*y+x)+t] = [ax[x* N+tlfayly* N+t]}r [bx[x* N+t]yly* N+t]j|

DNAR LRAY({d AYRSE aiGé A& Tl aydepgeytignsigadssimng hdid taths @rda yramoted to registers) during loop over x.
| find that manually hoisting yloads to a register does not affect performance.

Each xoad is used only once per outerlpop iteration.

: t NBolofé& s2yQi KAUG Algopieraok S 2y G(GKS ySE
Runtime
.138 sec
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accesses are already coalesced. What should we do?
INENYE
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Standard CPlihformed strategy: tile the loop?
Recall why loop tiling helps on CPU:

for (int yy = 0; yy < NS; yy +=TILE_FACTOR)
for ( int x= 0;x< NS; x++)
for ( int y= yy;y< yy +TILE_FACTOR;y++)
output[N  *( NS*y+x )+t] = ax[x* N+t]*ay[y* N+t]+ bx[x* N+t]*by[y* N+t];

(S ;
AFRL HERITAGE | 1917-2017
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Standard CPlihformed strategy: tile the loop?

Recall why loop tiling helps on CPU:

for (

int
for (

yy = 0; yy < NS; yy +=TILE_ FACTOR)
int x= 0;x< NS; x++)
for ( int y= yy;y< yy +TILE FACTOR;y++)

output[N  *( NS*y+x )+t] = ay[y* N+t] + by[y* N+t];

L

X-dependent loads should hit in cache
for the inner yloop, and be reused
TILE_FACTOR times
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