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» Python, Al, Jupyter, etc.
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High-throughput
GPU compute

< NVIDIA.

SQream DB on IBM Power Systems
Up to 300% faster than before

\
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Scale-up, Scale-out 2% OIEAHUE 7|= QI AlAdH O|-9| BN |

. NVLink
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https://openpowerfoundation.org/wp-content/uploads/2018/10/David-Leichner.IBM-OpenPOWER-SQream-POWER9.pdf
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Figure 3 - Accelerating application performance by parallelizing
between CPU and GPU
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"
CAPI 2.0 110
CAPI 1.0 ECIQA o) O
PCle N\e/rli' K FPGA ik >0
Gen3 n Devices 13
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On Chip
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Source : https://openpowerfoundation.org/wp-content/uploads/2016/11/Jeff-Stuecheli-POWER9-chip-technology.pdf
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« TPC-H Query= Sqream DB on IBM POWER9 0| A =2l A| x86 CHH| 2F 2 7H 0f A
3.7H™E E o W2 A 2] E AN e|H =L

SQream DB performance - IBM Power? vs Intel Xeon (Skylake)

e 1 | —
m [BM Power9g AC922
2.7x faster
TPC-H Query 19 EE—— | m Dell PowerEdge R740

TPC-H Query 6

- 3.7x faster
TPC-H Query 8 -

0 10 20 30 40 50 60 70 80 0

Time elapsed (seconds)

I

IBM Power9 AC922: 2x POWER9 16C @ 3.8GHz | 256 GB DDR4 2666 MHz | SSD storage | 4x NVIDIA Tesla V100 (SXM2 NVLINK - 16GB)
Dell PowerEdge R740: 2x Intel Xeon Silver 4112 CPU @ 2.60GHz | 256GB DDR4 2666MHz | SSD storage | 4x NVIDIA Tesla V100 (PCle - 16GB)



2t Cf W2 GlO|E| 2 SE

Load time for 6 billion TPC-H records

o A60HA1OTB)C| TPC-HHZEE
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- 00| Y A|, POWER9 CPU2 GPUE fi o
RE AESL L

M Dell Poweredge R740  mIBM Power9 AC922

IBM Power9 AC922: 2x POWER9 16C @ 3.8GHz | 256 GB DDR4 2666 MHz | SSD storage | 4x NVIDIA Tesla V100 (SXM2 NVLINK - 16GB)
Dell PowerEdge R740: 2x Intel Xeon Silver 4112 CPU @ 2.60GHz | 256GB DDR4 2666MHz | SSD storage | 4x NVIDIA Tesla V100 (PCle - 16GB)
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Source Data Write to disk Data ready
100TB raw ~20TB ~20.1 TB with metadata

« SQream DB's GPU compression doesn’'t make you choose between compression or performance

» Less data read = less I/O = faster query
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At Ad-hoc HE|E FlTt

+ Example:

SELECT * FROM t WHERE YEAR>2017
(all chunks with YEAR<=2017 can be skipped)

day month  year vall val2 val3
"ee 10 2017 " see "
"ee 11 2017 e oo oo
oo 12 2017 ee ee 11

Only this
will be read

2 0HE MEL G| O] E

Smart Metadata Access

* Analyzes metadata
» Fetches only relevant data

Impact: Lower overhead
Minimal /O, CPU and memory usage
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Relational Plan
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Execution Nodes
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Columns

Bojeled pue elepelapy

Figure 4 - SQream DB internal architecture
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AC922 A1H] ! Flash System 9100 & O A1
(60 users, 3PB Usable Storage)
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Ssas
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85 TB/day in ad impressions for constructing bidding histograms
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