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GPU Scalability

GPUs are powerful
Quadro M6000: 3072 cores
How to leverage all this power ?
Do it right: Application and Graphic API (Driver) responsibility
Increase amount of work per batch (Job)
Minimize CPU<GPU interactions
Lower Memory traffic
Lower API calls: Batch things together

Factorize Data: Re-use data uploaded to Video memory (instancing...)

Siggraph 2015 4 SANVIDIA.



Use of the GPU

Games
~1500 to 3000 Drawcalls for a scene
Intensive use of Multi-layer image processing over the scene
Heavy shaders
CAD/FCC/professional applications
Hard to batch user’s works (CAD applications)
~10,000 to... 300,000 Drawcalls for a scene: heavy CPU workload for our driver
Shaders simpler than games (but catching-up these days...)

Post-Processing more and more used (5SA0)

Siggraph 2015 5 SANVIDIA.



Use of the GPU

New Graphic APIs are trying to address these concerns
Vulkhan

Metal

XII

All propose better ways to issue commands and render-states

But can we improve OpenGL to go the same path ?

Yes: NV_command_list

Siggraph 2015 6 <ANVIDIA.



Challenge of Issuing Commands

Issuing drawcalls and state changes can be a real bottleneck

CPU GPU

Excessive
Workfrom
App & Driver
On CPU

App + driver

= 650,000 Triangles = 3,700,000 Triangles = 14,338,275 Triangles/lines
= 68,000 Parts = 98 000 Parts = 300,528 drawcalls (parts)

= ~ 10 Triangles per part = ~ 37 Triangles per part = ~ 48 Triangles per part
Siggraph 2015

7 SANVIDIA.



Big Picture - Typical Case

Application
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Big Picture
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Big Picture

Application
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Demo

CAD Car model > Set of CAD models together
14,338,275 Primitives + 29,344,075 Primitives
300,528 drawcalls » 26.144 drawcalls

348,862 attribute update » 18,371 attribute update

12,004 uniform update » 13,632 uniform update

Siggraph 2015 12 SANVIDIA.



Demo

Timer MyWindow::display; GL 8397; C
Timer Bk3dModel::displayObject; GL

s/S 37355848 dr

1782257920 primitive
43363800 ottrupdates,

All Models together: 14358

(' fox help)

13 <ANVIDIA.
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Demo
. = —

Timer MyWindow::display; GL 9779; CPU  9749; (microseconds, avg 196)

Timer Bk3dModel::displayObject; GL 9486; CPU  42; (microseconds, accumulated loop) ’ -
3012795392 primitives/S 2684239 drawcalls/S i L ——
1886175 ottrupdates/S 1399616 uniform updates/S
All Models together: 29344075 Prims; 26 144 drawcalls; 18371 attribute update; 13632 uniform vpdote

('h' for help) 14 <ANVIDIA.




Demo

CAD Car model > Set of CAD models together
K5000: » K5000
920,363,200 primitives/S > 1,211,684,096 primitives/S
19,290,668 drawcalls/S > 1,079,545 drawcalls/S

15 SANVIDIA.
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DemoS - Maxwell

CAD Car model
K5000:
920,363,200 primitives/S
19,290,668 drawcalls/S

M6000
1,782,257,920 primitives/S
37,355,848 drawcalls/S

Drawcall time : 8 Micro-
seconds on CPU (!)

Siggraph 2015

> Set of CAD models together
» K5000
> 1,211,684,096 primitives/S
> 1,079,545 drawcalls/S

> M6000
' > 3,012,795,392 primitives/S
> 2,684,239 drawcalls/S

» Drawcall time: 42 Micro-
seconds on CPU

16 <ANVIDIA.



More Performances

5 000 shader changes: toggling between two shaders in ,,shaded & edges*

Timing GPU (ms) CPU (ms)
HW TOKEN-buffers 29 43x 04 37x
Command-Lists object 2.8 4.5x 0.005BIG x

5 000 fbo changes: similar as above but with fbo toggle instead of shader

Almost no additional cost compared to rendering without fbo changes

Timer GPU (ms) CPU (ms)
HW TOKEN-buffers 1.8 33x 0.9 66x
Command-Lists object 1.7 35x | 0.022BIG x

Siggraph 2015 Preliminary results on K5000 17 <NVIDIA



Bindless Technology

What is it about?

Work from native GPU pointers/handles (NVIDIA pioneered this

technology)
A lot less CPU work (memory hopping, validation...)
Allow GPU to use flexible data structures

Bindless Buffers

Vertex & Global memory since Tesla Generation (CUDA
capable)

Bindless Textures
Since Kepler
Bindless Constants (UBO)
New driver feature, support for Fermi and above

Bindless plays a central role for Command-List

Siggraph 2015

Uniform Block

Texture Fetch

Uniform Block e

. Vertex Shader
1

T¢S (Tessellation)
1

T¢S (Tessellation)
1

Geometry Shader
1

1
“I*agment Shader
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Example On Using Bindless UBO

UBA UNIFORM BUFFER_ADDRESS NV regular UBO binds are now
OF ignored!

(UNIFORM_BUFFER_UNIFIED NV);

(UBA, 0, addrView, viewSize);

\' pointer for UBO#0 updated once for all
objects

// glBindBufferRange (UBO, 1, uboMatrices, obj.matrixOffset, maSize);
(UBA, 1, addrMatrices + obj.matrixOffset, maSize);
New pointer for UBO#1 updated per
Object
foreach ( batch in obj.primitive group material) {
// glBindBufferRange (UBO, 2, uboMaterial, batch.materialOffset, mtlSize);
(UBA, 2, addrMaterial + batch.materialOffset, mtlSize);

New pointer for UBO#2 updated per
} Primitive group

foreach (obj in scene) {

}

Siggraph 2015 19 SANVIDIA.



Bindless And Memory Alighement

Pointers must be aligned

So do Ptr Offsets glBufferAddressRangeNV

\ (UBA, 2, addrMaterial
glGetintegerv(GL_UNIFORM_BUFFER_OFFSET_ALIGNMENT, ¢ | .~ |J° ™ i+ batch.materialOffset
. niform Material 1 | / .
&offsetAlignment); | /> mtlSize);

Normally: 256 bytes
=>» gaps between each item

Try to fit as much data as possible...

Uniform array

Material O
Material 1

Not the case if passing an index for array access
(MDI + “Base-instance”)

Material 2

Siggraph 2015 20 <ANVIDIA.
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NV_command_list Key Concepts

1. Tokenized Rendering:
some state changes and draw commands are encoded into binary data stream
Depends on bindless technology
2. State Objects
Whole OpenGL States (program, blending...) captured as an object
Allows pre-validation of state combinations, later reuse of objects is very fast
3. Command List Object

,Display-list“ paradigm but more flexible: buffer are outside (referencedby address), so
content can still be modified (matrics, vertices...)

21 <ANVIDIA.



Scene Drawing Converted To Token Buffer

’
’
foreach (obj in scene) { ,'I
(VERTEX.., @, obj.geometry->addrVBO, ...); y
(ELEMENT..., ©, obj.geometry->addrIBO, ...); y
(UNIFORM..., 1, addrMatrices ...); 4
foreach ( batch in obj.materialGroups) { y
(UNIFORM, 2, addrMaterial ...); y
’
} (...) /,
} /
— I,Pfe'enCOded
. 4 GPU memow
becomes a single drawcall AR
,I ode ‘t e\lﬂ
replaces 80k calls to GL OR / €N eeded
. [,Ffame‘
(for graphic-card model) e >
———————————— ’
_-——_’_’—’—’——-—:"""""""'"""'?l -------------
'o"’:’—— ," ~~~\\
ya ‘\
(GL TRIANGLES} [tokenBuffer

, offsets[], sizes[],

//

count);
{0}, {bufferSize}, 1

-----

Token buffer

Set Attr#0 on
VBO address ...

Set Attr#1 on

VBO address ...

Uniform Matrix
on UBO address ...

Uniform Material
on UBO address ...

Uniform Material
on UBO address ...

<I

| Forall
objects

- Obj#1

- Obj#2

22 <ANVIDIA.



Token Buffer Structures

Tokens-buffers are tightly packed structsin linear memory

: : . >< . — . o . — . — . — . — . — .
Lls s S AME AT . s s s s s 8
w) _ _ _ —_ _ _ —_
Sle éllc S12 &)= &8¢ g9 g9 g9 g0 TR g8
ST | B~ “ll=cll&ec S5 S5 S5 S5 S5 S5
0 o =
S olls © o sz o =g =g =g =g =g o
- lEsllET £ gll € ® g © £ © g © g © g © g © g ©
ol < |8 sl 52|l52 S O = O = O = O = 0O o)
< |52l = efl=3||£5 25 =5 25 =5 =5 =5
[aa) ol £ all c c = i= i= k= =
wn wn
o |22l 2@ a5 3||5 a5 s 8|5 0| 5 =0 | S a5 E (S |5 =
~ Y = —
4 ~ i —---~- ~
Il ~~~\\\ \\~\\ -~~~~-~~ \\\\
II ~~\~ \\\\ ~~--~~--~ \\\
lll RSN TTeeell \\\\
/ N\N \\\ ~~~-~-- \\
/ ~ ~ S - ~
TokenVbo TokenIbo TokenUbo
{ { {
GLuint header; GLuint header; GLuint header;
UniformAddressCommandNV
AttributeAddressCommandNV ElementAddressCommandNV {
{ { GLushort index;
GLuint index; GLuint64 address; GLushort stage;
GLuint64 address; GLuint  typeSizeInByte; GLuint64  address;
} cmd; } cmd; } cmd;
} } }

Siggraph 2015
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TOKENIZED Rendering

What is so great about it?
It‘s crazy fast (see later) and tokens are popular in render engines already
The tokenbuffer is a ,,regular“ GL buffer
Can be manipulated by all mechanisms OpenGL offers
Can be filled from different CPU threads (which do not require a GL context)

Expands the possibilities of GPU driving its own work without CPU roundtrip

L

Siggraph 2015 24 SANVIDIA.



Tokenized Rendering

Token Headers are GPU commands, followed by arguments

FRONTFACE_COMMAND NV
BLEND_COLOR_COMMAND_NV
STENCIL_REF_COMMAND_NV
LINE_WIDTH_COMMAND NV
POLYGON_OFFSET_COMMAND_NV
ALPHA_REF_COMMAND_NV
VIEWPORT COMMAND NV
SCISSOR_COMMAND NV

ELEMENT_ADDRESS_COMMAND NV
ATTRIBUTE_ADDRESS_COMMAND NV
UNIFORM_ADDRESS_COMMAND NV

DRAW_ELEMENTS_COMMAND_NV
DRAW_ARRAYS_COMMAND_NV
DRAW_ELEMENTS_STRIP_COMMAND NV
DRAW_ARRAYS_STRIP_COMMAND NV

DRAW_ELEMENTS_INSTANCED COMMAND NV

DRAW_ARRAYS_INSTANCED_COMMAND_NV

TERMINATE_SEQUENCE_COMMAND_NV
NOP_COMMAND_NV

Siggraph 2015

Render States

Index Buffer;

Position Attribute; Normals; Texcoords...

Matrices; Material data...

Draw Commands !

Special Commands (used for Culling, for example)

25 SANVIDIA.



Tokenized Rendering

Example: UBO Address assignment structure

FRONTFACE_COMMAND_NV
BLEND_COLOR_COMMAND_NV
STENCIL_REF_COMMAND_NV
LINE_WIDTH_COMMAND NV
POLYGON_OFFSET_COMMAND_NV
ALPHA_REF_COMMAND_NV
VIEWPORT COMMAND NV
SCISSOR_COMMAND_NV

ELEMENT_ADDRESS_COMMAND_NV
ATTRIBUTE_ADDRESS_ COMMAND NV
UNIFORM_ADDRESS_COMMAND NV

Example

{

v

DRAW_ELEMENTS_COMMAND_ NV
DRAW_ARRAYS_COMMAND_NV
DRAW_ELEMENTS_STRIP_COMMAND NV
DRAW_ARRAYS_STRIP_COMMAND_NV
DRAW_ELEMENTS_INSTANCED COMMAND NV
DRAW_ARRAYS_INSTANCED COMMAND NV

TERMINATE_SEQUENCE_COMMAND_NV
NOP_COMMAND_NV

Siggraph 2015

TokenUbo

Real Token to be queried
header = glGetCommandHeaderNV (
UNIFORM_ADDRESS COMMAND_NV, Sizeof(TokenUbo) )

GLuint header; <

UniformAddressCommandNV

{

Hardware Index
*not* Uniform Program
index

GLushort index; < !
GLushort stage;
GLuint64 address;

} cmd;

One Shading stage to target (not ‘program’)

Stage = glGetStageIndexNV(S)
(S: STAGE_VERTEX | GEOMETRY | FRAGMENT | TESS_CONTROL/EVAL)




TOKENIZED RENDERING

Allows rendering of a mix of LIST, STRIP, FAN, LOOP modes in one go

Pass ,,basic type* as Token, use ,,mode* for more in “Instanced” drawing

DRAW_ELEMENTS_COMMAND_NV
DRAW_ARRAYS_COMMAND_NV

DRAW_ELEMENTS_STRIP_COMMAND NV
DRAW_ARRAYS_STRIP_COMMAND_NV

TokenDrawElements
{ glGetCommandHeaderNV()

Gluint header; <€

DrawElementsCommandNV

{

GLuint count;

GLuint firstlIndex;

GLuint baseVertex;
} cmd;

Siggraph 2015

DRAW_ELEMENTS_INSTANCED COMMAND NV
DRAW_ARRAYS_INSTANCED COMMAND NV

TokenDrawElementsInstanced

{

Gluint header; €

DrawElementsInstancedCommandNV

{

GLuint
GLuint
GLuint
GLuint
GLuint
GLuint

} cmd;

}

glGetCommandHeaderNV()

LIST, STRIP,
FAN, LOOP types
(GL_LINE_LOOFP...)

mode ; €
count;
instanceCount;
firstIndex;
baseVertex;
baseInstance;

27 <ANVIDIA.



Does Shaders Need Special Code ?

Just a little...

“commandBindableNV” turns binding IDs to
Hardware IDs

Texturing must go through bindless
ARB_bindless_texture
Regular Texture binding Turned Off

Changing UBO Ptr Addresses == texture changes
(here ‘myBuf’)

Siggraph 2015

Example:

#extensionGL_ARB_bindless_texture : require
#extensionGL _NV_command _list: enable
#if GL_NV_command_list

layout(commandBindableNV)uniform;
#endif

012 lbo “I ””g

sampler2D mySampler;
—Hon
In int whichSampler;

1§

layout(std140,binding=1) uniform samplers {
sampler2D allSamplers[NUM_TEXTURES];

%

c = texture(mySampler, tc);

/lor

c = texture(allSamplers [ whichSampler | , tc);

28 <3 NVIDIA.

>~



State Objects

StateObject

glCaptureStateNV(stateobject, |GL_TRIANGLES| );

Encapsulates majority of state (fbo format, active shader, blend, depth ...)
State Object immutable: gives more control over validation cost
no bindings captured: bindless used instead; textures passed via UBO

Primitive type is a state: participates to important validation work
=>» Cannot be put in the token buffer

Siggraph 2015 29 SANVIDIA.



Draw With State Objects

Render entire scenes with different
shaders/fbos... in one go

glDrawCommandsStatesNV/(
tokenBuffer,
offsets[], sizes[],
states[], fbos[],
count);

Driver caches state transitions !

Siggraph 2015

States[] fbos[] Token buffer
State Obj 1 FBO 1 1 | VBO address ... |
VBO address ...
| EBO address... || | &
, =1|r¢
—| || Uniform Matrix @
:92 Uniform Material
S
v
Uniform Matrix =
- O
Uniform Material =
State Obj 1 FBO 1 Uniform Material )
/ - w
State Obj 4 - Uniform Material )
[ DrawElements || | &
J B
Count - 4 N 30 @nVIDIA.



Pseudo Code of glDrawCommandsStatesNV

Driver bakes ,,Diff“ between states and apply only the difference

for 1 < count {
if (i == @) set state from states[i];
else set state transition states[i-1] to states[i]

it (fbo[i]) {
// fbo[i] must be compatible with states[i].fbo
( fbo[i] )
} else ( states[i].fbo )

(...tokenBuffer, offsets[i], sizes[i])




Frame-Buffer Objects Use

Rendering must always happen in a FBO

Backbuffer Ptr. Address is un-reliable (dynamic re-alloc when resizing...)

Use glBlitFramebuffer() for FBO =» final Backbuffer result
FBO Resources Must be Resident (glMakeTextureHandleResidentARB())

Resources can be replaced/swapped if they keep the same base configuration
(attachment formats, # drawbuffers...)

|.e. Same configuration as captured FBO settings from stateobject
This is what happens when resizing:

Detach & Destroy resource = create new ones = attach them to FBO(s)

Siggraph 2015 32 SANVIDIA



Command-List Object
Combine multiple token buffers & states
into a CommandList object
glCreateCommandListsNV(N, &list)
glCommandListSegmentsNV(list, segs)

Convenient for concatenation

glListDrawCommandsStatesClientNV(list,
segment, token-buffer-ptrs, token-buffer-
sizes, states, FBOs, count)

glCompileCommandListNV(list);
glCallCommandListNV(list)

Siggraph 2015

\

Command-List  Segment #0  Segment #1
|
v v
State Object State Object State Object
FBO FBO FBO
System mem. System mem. System mem.
VBO address ... VBO address ... VBO address ...
VBO address ... VBO address ... VBO address ...

Uniform Matrix

Uniform Material

Uniform Material

IR

Uniform Matrix

Uniform Material

L

.
Ld
... IIII‘

Uniform Matrix

Uniform Material

Uniform Material
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Command-List Object

Less flexibilty compared to token buffer
Token buffers taken from client pointers (CPU memory)
Driver will optimize these token buffers and related state-objects
Optimize State transitions; token cmds for the GPU Front-End
Resulting command-list is immutable
If any resource pointer changed, the command-list must be recompiled
But still rather flexible
possible to change content of referenced buffers! (matrices, materials, vertices...)

Animation; skinning... No need for command-list recompilation

Siggraph 2015 34 SANVIDIA



OpenGL And Multi-threading ?

Command-List doesn’t pretend to solve any OpenGL multi-threading
Multi-threading can help if complex CPU work going-on

update of Vertex / Element buffers: transform. Matrices; skinning...

Update of Token Buffers: adding/removing characters in a game scene...

OpenGL & Multithreading issues:

OpenGL is bad at sharing its access from various threads
Make-Current or Multiple Contexts aren’t good solutions

Prefer to keep context ownership to one main thread

Siggraph 2015
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Multi-threading And Command-List

Token Buffers and Vertex/Elements/Uniform Buffers (VBO/UBO)
Token Buffer Objects; VBOs and UBOs owned by OpenGL
Multi-threading can be used for data update if:
Work on CPU system memory; then push data back to OpenGL (glBufferSubData)
Or Request for a pointer (glMapBuffers); then work with it from the thread
State Objects:
State Object and their 'Capture’ must be handled in OpenGL context

No way to do it on a separate threads that don’t have OpenGL context

Siggraph 2015 36 SANVIDIA



TOKEN STREAMING

In case token buffer cannot be reused, fill tokens every frame (animation...)
Fill & emit from a single thread or multiple threads
Pass command buffer pointers to worker threads, that do not require GL contexts

Handle state objects in GL thread

Single-threaded

Ptr Generate token stream Emit

GL thread Emit = Emit

Multi-threaded

Worker thread enerate token stream

Worker thread Generate token stream

Siggraph 2015 37 SANVIDIA



Multi-threading Use-Case Example #1
i+

——

OpenGL Ctxt
PushAttrib() PushAttrib()
set states & and capture set states & and capture
PopAttribs() PopAttribs() - =~~~ "~ S
Thread #0 1—
| .
A AN A AN A A A
S~ - ask for
ask for Submit Get State ID 'Il;ct>ken buff
Token buf. Stat r unmap
Ptr ates Token e
_____ buf.
\ 4 V - -
LGEGE: A AR NN
N Build sthte Build [token - Build token
Nist cmds cmds
unmap ask for
Submit Token buf.
ask for States Token buf. Ptr _lIJ_nElap
Token buf. Get State ID bofen
Ptr ut.
. . . :
Thread #1 - ‘
~ Buildstate Build tokewn cmds AR Build token
list S S S~—-=-="_- cmds

~~~ -
e -
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Multi-threading Use-Case Example #2

Split state capture from Token-buffer creation

Thread 1 Thread 2 Thread 0 > OpenGL =

Ctxt

Walk through whole scene
and build State-Objects

Receive Token-Buffers
and issue them
as Token Buffer Objects

Vv Vv

cu e =
SR

Token biuffers!
PU memory

r

-




Token Streaming

Rendering the model 16 times (176k draws)

StateObjects are reused, tokens regenerated and submitted
in chunks (~22 per frame)

Framework is ,,too simple“ in terms of per-thread work to
show greater scaling

Technique Draw time 11k*16 draws

40 <INVIDIA.
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Migration Steps

All rendering via FBO (statecapture doesn‘t support default backbuffer)
No legacy states in GLSL

use custom uniforms no built-in uniforms (gl_ModelView...)
use glVertexAttribPointer (no glTexCoordPointeretc.)

No classic uniforms, pack them all in UBO
ARB_bindless_texture for texturing

Bindless Buffers

ARB_vertex_attrib_binding combined with NV_vertex_buffer_unified_memory (VBUM)...

Organize for StateObject reuse
no more ,,glEnable(GL_BLEND)“: Capture them at init. time; Factorize their use in the scene
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Migration Tips

Vertex Attributes and bindless VBO

http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-
Scene-Rendering-Techniques.pdf (slide 11-16)

GLSL
// classic attributes // generic attributes
// ideally share this definition across C and GLSL
#define VERTEX_POS (%]
#define VERTEX NORMAL 1
in layout(location= VERTEX POS) vec4 attr Pos;
in layout(location= VERTEX_NORMAL) vec3 attr_Normal;
normal = gl Normal; normal = attr_Normal;
gl Position = gl Vertex; gl Position = attr Pos;
IVIDIA.
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Migration Tips

UBO Parameter management

http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-
Scene-Rendering-Techniques.pdf ( 18-27, 44-47)

Ideally group by frequency of change

// classic uniforms // UBO usage, bindless texture inside UBO, grouped by change

layout(std140, binding=0, commandBindableNV) uniform view
{

uniform samplerCube viewEnvTex; samplerCube texViewEnv;

:};
layout(std140, binding=1, commandBindableNV) uniform material
{

uniform vec4 materialColor; vecd4 materialColor;
uniform sampler2D materialTex; sampler2D texMaterialColor;

};
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More Work For The GPU

When data is only referenced, we can:
Still change vertices, materials, matrices... from CPU
Perform updates based on additional knowledge on GPU
Object data (matrices, materials animation)
Geoemtry data (deformation, skinning, morphing...)
Occlusion Culling

Level of Detail
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Transform Tree Updates

All matrices stored on GPU

Use ARB_compute_shader for hierarchy updates, send only local matrix changes,
evaluate tree

http: //on-demand.gputechconf.com/siggraph/2014/presentation/5G4117-OpenGL-Scene-Rendering-Techniques. pdf ( 29-30)

Siggraph 2015 45 SANVIDIA.


http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf

Occlusion Culling

Try create less total workload

Many occluded parts in the car model (lots of vertices)
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GPU Culling Basics

GPU friendly processing

Matrix, bbox and object (matrixldx + bboxldx) buffers

More efficient than occ. queries, as we test many objects at once

Results

Readback: GPU to Host

GPU can pack bit stream

Indirect: GPU to GPU

Siggraph 2015

E.g. Drawlndirect‘s instanceCount to 0 or 1

0,1,0,1,1,1,0,0,0

buffer cmdBuffer{
Command cmds[];

};

cmds[obj].instanceCount = visible;
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Occlusion Culling

HiZ occlusion

pyramid

Testclip box against
- depth texels

Projected size
determines
depth mip level

Raster gives more accurate results

Both benefit from temporal coherence usage to
avoid a dedicated depth pass

http://on-demand.gputechconf.com/siggraph/2014/presentation/5G4117-OpenGL-Scene-

depth
depth max buffer

Rendering-Techniques.pdf (slide 49 - 54)
Siggraph 2015

Raster Occlusion

Passing bbox
fragments enable
object

\ 4
// rendered without depth or color writes

// GLSL fragment shader
// from ARB _shader_image load store
layout(early fragment tests) in;

void main()

{
visibility[objectID] = 1;
// could use atomicAdd for coverage
} 48 <ANVIDIA.


http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf
http://on-demand.gputechconf.com/siggraph/2014/presentation/SG4117-OpenGL-Scene-Rendering-Techniques.pdf

RESULTS VIA READBACK

Use dedicated buffers for readback

One for GPU processing only (ensures best memory type used)

N for readbacks (for example 4 to avoid sync points)
glCopyNamedBufferSubData (gpuresult, readbacks[ frame % N ]...)
Readback could be mapped persistently via GL_ARB_buffer_storage

|ldeally delay access of readback for a few frames
Avoids need for synchronization, but can introduce visible artefacts

Readback older frames to give CPU additional knowledge, but use GPU indirect methods
for rendering
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RESULTS VIA COMMANDLIST

Commandlist culling needs several buffers
Token commandstream (input & output): variable size
Token attributes (input & output): size, offset, object ID
Can use negative objectID to encode tokens that must always be added
Algorithm:
First compute output sizes using object ID and visbility
output.sizes [ token ] = visible [ objectID ] ? input.sizes[ token ] : O
Run a scan operation to compute output offsets

Build output tokenstream
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RESULTS VIA COMMANDLIST

Multiple squences may be stored in the tokenstream (different stateobjects..)

Original token stream

Sequence A Sequence B

Find out which tokens to cull -

Token offsets from scan are - The sequence separation is provided
global by CPU, which we can‘t alter

Correct output offset based -
on sequence‘s start offset

Insert terminate sequence when:
last token‘s offset != original .

offset
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RESULTS

Now overcomes deficit of previous methods

http://on-demand.gputechconf.com/gtc/2014/presentations/S4379-opengl-44-scene-rendering-techniques.pdf

Timer GPU CPU

. No instancing! (data replication
CULL Old Readback (stalls pipe)* 3.1 2x 3.1 1.1x gt P )
SCENE:
CULL Old Bindless MDI* 3.7 1.6x 0.7 4.8x materials: 138
objects: 13,032
geometries: 3,312
triangles: 29,527,840
Preliminary results M6000, * taken from slightly differnt framework vertices: 27,584,376
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CONCLUSION

Leverage GPU to full extent

Modern software approaches (command buffers, stateobjects...) found in many new graphics
APls (DX12, Vulkan...) or extended OpenGL

Higher fidelity (e.g. multiple scene passes) or for even larger scenes
Save CPU time (power/battery, other work...)

GPU can do more than ,,just“ rendering
Drive decision making (culling, LOD, interactive scientific data brushing...)
Compute auxiliary data (matrices, materials...)

NV_command_Llist and NVIDIA‘s bindless enable workflows beyond core api
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Thanks!

OpenGL Devtech 'Proviz' samples available on GitHub !

check https://github.com/nvpro-samples on a regular basis

https://developer.nvidia.com/samples

Special Thanks to Pierre Boudier and Christoph Kubisch

Questions/Feedback: tlorach@nvidia.com / ckubisch@nvidia.com
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