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Introduction: Medical Ultrasound Imaging
Benefits of ultrasound imaging
§ No ionizing radiation
§ Real-time feedback to clinicians
§ Portable
Wide range of applications
§ Anatomical imaging
§ Functional imaging
§ Blood flow velocity measurements
§ Tissue stiffness measurements
§ Molecular imaging By Fruehaufsteher2 - Own work, CC BY-SA 3.0, 

https://commons.wikimedia.org/w/index.php?curid=25498405
By BruceBlaus - Own work, CC BY-SA 4.0, https://commons.wikimedia.org/w/index.php?curid=44898298

By Kalumet (Own work) [GFDL (http://www.gnu.org/copyleft/fdl.html) or CC BY-SA 4.0-3.0-2.5-2.0-1.0 
(https://creativecommons.org/licenses/by-sa/4.0-3.0-2.5-2.0-1.0)], via Wikimedia Commons

Willmann, J. K. et al., (2008). US imaging of tumor angiogenesis 
with microbubbles targeted to vascular endothelial growth 
factor receptor type 2 in mice. Radiology, 246(2), 508–518.



Introduction: Pulse-Echo Ultrasound
Ultrasound “B-mode” images are images of echoes
§ Ultrasound pulse is transmitted into tissue
§ Tissue generates echoes
§ Echoes are received by a sensor array
§ Signals vs. time à Signals vs. space

› Shallow targets reflect early
› Deeper targets reflect later

§ Can reconstruct spatial images of the echo 
strength

§ Stronger echo = higher echogenicity

Abdomen



Introduction: Delay-and-Sum Beamforming
Traditionally, DAS is used to make images
§ Ultrasound pulse is transmitted into tissue
§ Echoes are received by a sensor array
§ Array signals are delayed and summed

› Accounts for path-length differences
› Combines signals: “beamforming”

§ The envelope is detected and displayed

Tissue



Introduction: B-mode Imaging
Each pulse-echo event makes one “image line”
§ A 2D image can be made via raster scan
§ Process is repeated to produce live video
§ Can see anatomy in real time

› > 30 frames per second (fps)
§ Frame rate can be improved further

› Parallel receive beam imaging
› Synthetic aperture imaging

fore pro duces some char ac ter is tic ef fects.  The nor mal iza tion of the co her ence func tion in
Eq. (4) ef fec tively re moves bright ness as a con trib ut ing fac tor to the im age.  Thus, ob jects of
dif fer ent in trin sic con trast would be ex pected to have the same bright ness in the SLSC im age 
be cause they would have the same spa tial-co her ence val ues.  How ever, as ob served in fig -
ures 1 and 2, the le sions are dif fer en ti ated from the back ground as well as or better than
B-mode im ag ing, with few ex cep tions.  As in di cated by fig ure 3 and dis cussed by Lediju et
al,6 these ex cep tions may be im proved upon by choos ing the op ti mal M for the SLSC im age. 
The value of M, how ever, will af fect im age res o lu tion and the smooth ness of the back -
ground.6

In B-mode im ages, all scat ter ers within the hour glass-shaped isochronous vol ume con -
trib ute to the echo mag ni tude dis played at any given point.  How ever, for SLSC im ag ing,
off-axis scat ter ers sup press spa tial co her ence while on-axis scat ter ers re in force co her ence. 
The sup pres sion of co her ence by off-axis scat ter ers is scaled by the echo in ten sity of both
on- and off-axis scat ter ers and by their lat eral dis tance from the beam axis.
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FIG. 7  (a) B-mode, (b) com pressed SLSC and (c) un com pressed SLSC im ages of the 3 mm di am e ter, -12 dB con -
trast le sions.  In creas ing noise (de creas ing SNR) ap pears from left to right across the im ages.

FIG. 8  (a) B-mode and (b) SLSC im ages of a trans verse view of the ca rotid sheath.  In (b), the SLSC im age is
over layed on top of the B-mode im age.  Dem on strated are the vagus nerve (VN), jug u lar vein (JV), and sev eral ar te -
ri oles (ar rows) that sur round the com mon ca rotid ar tery.  Note that the ma jor ity of the ar te ri oles are not well vi su al -
ized in the B-mode im age due to clut ter. The B-mode im age is dis played with 45 dB of dy namic range, while the
SLSC im age is not com pressed.

(a)

(b)

(c)

(a) (b)

In vivo thyroid (Dahl et al., Ultrasonic Imaging 2011)
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Introduction: Ultrasound Image Reconstruction
Ultrasound imaging consists of four major steps:
§ Preprocessing

› Filtering, demodulation, etc.
§ Focusing

› Account for path-length differences via time delays
§ Beamforming

› Convert signal array into images
§ Postprocessing

› Filtering, scan conversion, etc.
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Introduction: Ultrasound Beamforming Research
Much research is devoted to improving ultrasound beamforming
§ Reducing reverberation clutter

› Haze-like noise that degrades image quality
› Caused by reverberations in subcutaneous tissue
› Proposed technique: Short-lag spatial coherence (SLSC) imaging

§ Reducing speckle noise
› Strong stationary multiplicative noise pattern
› Caused by random scattering from within tissue
› Proposed technique: Speckle reduction with neural networks

Jeremy Dahl Ultrasound Lab: http://ultrasound.stanford.edu

http://ultrasound.stanford.edu/


Example 1: Clutter Reduction with SLSC Imaging

were classified as having either contrast lower than 6 dB
or CNR lower than 0.8. Any image that did not fall into
one of the two categories was classified as being of
medium quality. These criteria were determined empiri-
cally. In our experience, high-quality images had large
values for both contrast and CNR, and either contrast
less than 6 dB or CNR less than 0.8 (or both) were enough
to result in inadequate or poor visualization of the target
and yielded a low-quality image.

Hypothetic improvements in contrast and CNR in
the imaging methods were investigated using
a matched-pair t test. To compare fundamental B-mode
to SLSC, n5 17 matched sample pairs (from all subjects)
were used to calculate the test statistic. To compare
harmonic B-mode to HSCI, SLSC to HSCI, and funda-
mental B-mode to harmonic B-mode n 5 12, matched
sample pairs (from the subjects who had harmonic data)
were used to find the test statistic. Adjusted p values
were calculated by using Holm-Bonferroni method to
control the type I error rate arising from multiple testing
(Holm 1979). Adjusted p values of less than 0.05 were
considered to indicate a significant difference. In addi-
tion, the magnitude of improvement was computed for
each tested sample. Samples were also divided into
high-, medium-, and poor-quality images, and improve-
ments were computed for individual categories as well.

RESULTS

Examples of matched B-mode and SLSC/HSCI
images are presented in Figures 1 through 4. Because
a limited amount of individual channel data can be saved
to create an SLSC/HSCI image (due to the programma-
bility limitations of the ultrasound scanner), the SLSC/
HSCI images cover a narrower field of view than the
B-mode images. For display purposes, the SLSC/HSCI

images are overlayed on the corresponding B-mode
images between the arrows. B-mode images are dis-
played on a decibel scale while a linear gray-scale color-
map is used to display SLSC/HSCI images. The dynamic
range of the B-mode images were chosen for optimal
visualization of structures of interest, whereas the back-
ground brightness of the SLSC and HSCI images was
scaled to match that of the B-mode images. The regions
used to calculate the contrast and CNR are indicated by
white contour lines in the B-mode images (the same
regions are used in the matched SLSC/HSCI images).

Figure 1 demonstrates a high-quality fundamental
B-mode image (left) and its corresponding SLSC image
(right). A large blood vessel appears at the center of field
of view in both images. In the B-mode image, the lumen
of the vessel contains low-level acoustic noise. In the
SLSC image, the clutter in the lumen is reduced and the
surrounding tissue is smoother, which results in slightly
higher contrast and CNR; 13.5 dB contrast and 1.86
CNR obtained for the SLSC image compared to 11.3
dB contrast and 1.4 CNR obtained for the B-mode image.

An example of a medium-quality fundamental B-
mode and its corresponding SLSC image is shown in
Figure 2. A blood vessel spanning the depth of the image
at the center of field of view can be seen in both images,
with the SLSC image demonstrating significant improve-
ments in target visualization. Contrast and CNR values
were calculated to be 8.9 dB and 2.05 for SLSC imaging,
respectively, and 7.8 dB and 0.95 for B-mode imaging.
Matched harmonic B-mode and HSCI images of the
same structure in Figure 2 are shown in Figure 3.
Following the criteria (for contrast and CNR) outlined
earlier, the harmonic B-mode image is classified as being
of medium quality. The overall level of noise in the image
is reduced when compared to the fundamental B-mode
(Fig. 2). In the HSCI image, clutter is reduced further

Fig. 1. High-quality fundamental B-mode image (left) and its matched SLSC image (right). Note that the SLSC image is
the sector inserted into the B-mode image between the arrows. SLSC reduces the clutter inside blood vessels and increases
the smoothness of the surrounding tissues. The contrast of the large blood vessel located at the center of field of view at
10 cm depth is 11.3 dB and 13.5 dB, and the CNR is 1.4 and 1.86 for B-mode and SLSC images, respectively. The white

contour lines in the B-mode image indicate the regions used to calculate contrast and CNR values.
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fundamental data were collected, light-gray markers were
used on the fundamental-data plots to distinguish the
subjects for whom harmonic data existed as well.

In Figure 5, it can be seen on both plots that, with
exception of a single subject, all SLSC/HSCI images
have higher contrast than their B-mode counterparts. In
one subject, contrast becomes slightly worse from
B-mode to SLSC/HSCI. In Figure 6, all subjects
(including both fundamental and harmonic data) demon-
strate an improvement in CNR from B-mode to SLSC/
HSCI. Because both contrast and CNR are used to clas-
sify B-mode images, a few points in Figures 5 and 6

appear to fall outside the contrast or CNR demarcation
of low/mid/high quality.

A summary of the results in Figures 5 and 6 is
provided in Tables 1 and 2. Mean values for contrast
and CNR and their ranges for the different imaging
methods are presented in Table 2. For fundamental
B-mode and SLSC imaging, mean values and ranges
are presented for two sets of data; the first set includes
all of the subjects (n 5 17), and the second set includes
only the subjects for which harmonic data existed as
well (n 5 12). For harmonic B-mode and HSCI, mean
values and ranges are shown for all subjects that had
harmonic data (n 5 12). Overall, for both contrast and

Fig. 4. Poor-quality fundamental B-mode image (left) and matched SLSC image (right). Noise has corrupted the B-mode
image, and it does not indicate the presence of a vessel at the center of the field of view. In the SLSC image, the vessel is
easily visualized. The contrast is 0.26 dB and 4.44 dB, and the CNR is 0.03 and 0.79 for B-mode and SLSC images,

respectively.

Fig. 5. Scatter plots of contrast values calculated from matched
fundamental B-mode and SLSCI images (a) and matched
harmonic B-mode and HSCI images for each patient (b). Points
that are above the main diagonal indicate improvements in
contrast from B-mode to SLSC/HSCI. Dotted lines represent
the contrast limits used to classify B-mode images as being of
low, medium, or high quality. Light-gray points in (a) indicate
the patients in whom both fundamental and harmonic data

were obtained.

Fig. 6. Scatter plots of CNR values calculated from matched
fundamental B-mode and SLSCI images (a) and matched
harmonic B-mode and HSCI images (b) for each patient. Points
that are above the main diagonal indicate improvements in CNR
from B-mode to SLSC. Dotted lines represent the CNR limits
used to classify B-mode images as being of low, medium, or
high quality. Light-gray points in (a) indicate the patients in
whom both fundamental and harmonic data were obtained.
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In vivo liver (Jakovljevic et al., 2013)
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cant amount of clutter that obscures many of the smaller 
features in the image. The large vessel in the distal part 
of the liver is easily apparent, and some vessels on the left 
side of the image are also well visualized. The vessel tra-
versing the liver vertically from 10 to 13 cm is difficult to 
observe. The in vivo  B-mode images depicted here and in 
the following images are displayed with band-pass filter-
ing and logarithmic compression and limited in dynamic 
range such that the vessels show as much visual contrast 
as possible without degrading the remaining diagnostic 
information from the image. In Fig. 4(a), the B-mode im-
age is shown with 35 dB of dynamic range. All images are 
cropped to display only the diagnostically useful informa-
tion. We would note that the B-mode images shown here 
are generated from minimal processing of the raw beam-
formed RF signals, whereas images typically shown on-
screen include many proprietory post-processing filters or 
nonlinear effects that improve overall image quality over 
that seen here (although these filters and nonlinear effects 
may not reduce clutter).

In Fig. 4(b), the SLSC image is overlaid on the B-mode 
image in the center of the image; the arrows indicate the 
boundaries of the SLSC image. Because of the limitations 
imposed by creating custom beam sequences on commer-
cial ultrasound scanners, only a small sector of the total 
FOV could be acquired for SLSC image formation. The 
SLSC image sector in Fig. 4(b) demonstrates a consider-
able reduction in clutter, particularly in the high-contrast 
vessels. The vertically aligned vessel at 10 to 13 cm depth 
is much more easily discernible; the contrast improves 
from 3 dB in the B-mode image to 7 dB in the SLSC im-
age.

Fig. 4(c) displays the harmonic B-mode image, cre-
ated from the sum of the positive and negative pulses 
acquired from the custom, pulse-inversion, synthetic ap-
erture sequence. The harmonic B-mode image shows bet-
ter visualization of the vertically aligned vessel than the 
fundamental B-mode image, however considerable clutter 
still obscures this vessel. Application of the SLSC imaging 
technique to the second-harmonic signals is shown in Fig. 
4(d), where arrows indicate the boundaries of the HSCI 
image. The contrast of the vertical vessel is 5 dB in the 
harmonic B-mode image compared with 8 dB in the HSCI 
image. The CNRs of this vessel and the speckle SNR of 
the liver tissue are shown in Table II. The CNR and SNR 
of the SLSC and HSCI images are significantly greater 
than their corresponding B-mode images.

Fig. 5 demonstrates the spatial coherence functions for 
two echoes originating from points in Fig. 4(a): one in the 
liver tissue and one from the lumen of the vessel at 11 cm. 
These spatial coherence functions are compared with that 
of an echo from diffuse scatterers in a calibrated tissue 
mimicking phantom (Model 054GS, Computerized Imag-
ing Reference Systems, Norfolk, VA). The diffuse scatter-
ers generate a spatial coherence function that is roughly 
a straight line decreasing from 1 to 0, which is the well-
known result predicted by the VCZ theorem. The spatial 
coherence from liver tissue should ideally match that of 
the diffuse scatterers, however, a significant drop in coher-
ence is observed at the lags near zero, followed by a non-
linear decrease in coherence for both the fundamental and 
harmonic echoes. Note that the spatial coherence of the 
second-harmonic signal from the same echo shows greater 
coherence than the fundamental signal. An echo from the 

Fig. 3. The same (a) B-mode, (b) short-lag spatial coherence (SLSC), (c) harmonic B-mode, and (d) harmonic spatial coherence imaging (HSCI) 
as in Fig. 2 with intervening skin and subcutaneous tissue layers. Neither thrombus is visible within the clutter of the fundamental B-mode image. 
The thrombus at 45 mm, however, is visible in the SLSC image where clutter has been suppressed. The harmonic B-mode also reduces clutter and 
shows good visualization of the thrombus at 45 mm, although clutter obscures the other thrombus. The HSCI image shows good delineation of the 
chamber walls and both thrombi while reducing clutter. Depth-dependent gain is applied to the SLSC images to minimize depth-dependent bright-
ness variations.

Simulated heart (Dahl et al., 2012)
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lower-amplitude structures (Lediju et al. 2011). With
respect to implications for endocardial border detection,
this effect can be beneficial in the presence of the mitral
valve (e.g., Fig. 3) and detrimental in the presence of
a bright pericardium (e.g., Fig. 11).

In SLSC images, there is a known trade-off among
contrast, CNR, SNR and lateral resolution that varies
with the selected short-lag value, M (Dahl et al. 2011;
Lediju et al. 2011). Although resolution is degraded at
lower values of M, the spatial correlation between struc-
tures in SLSC and B-mode images is expected to be
similar if the value of M is optimized, as illustrated in

Figure 7 and observed in previous theoretical, simulated
and experimental results (Lediju et al. 2011; Lediju
Bell 2011). Note that selecting the highest short-lag value
offers the best resolution, but degrades CNR and SNR, as
illustrated in Figure 6. The variation in these measure-
ments as a function of M is likely due to the increased
spatial frequency content with the inclusion of more
lags (Lediju et al. 2011).

Study limitations
B-Mode and SLSC endocardial segment scores were

based on visual semi-quantitative estimates, introducing
a degree of reviewer subjectivity. Yet, statistically signif-
icant improvements with SLSC imaging of poor-quality
B-mode data were achieved with this subjective analysis.
In addition, objective measurements of contrast, CNR
and SNR were performed on the raw data. Additional
contrast enhancement and improvements in endocardial
border detection may have been achieved with harmonic
data (Becher et al. 1998; Dahl et al. 2012; Kasprzak et al.
1999).

Contrast, CNR and SNR measurements were poten-
tially biased toward B-mode images, particularly for the
volunteers with poor-quality B-mode images, because
the image selection criteria for calculating these perfor-
mance metrics was based on B-mode images. An alterna-
tive would have been to select good SLSC images and
make comparisons to matched B-mode images created
from the same channel data. This choice would likely
improve the contrast and CNR measurements of SLSC
images. However, to prevent bias toward SLSC imaging,
selections were based on B-mode images. In addition, the

Fig. 9. Percentage of volunteers in each image quality category,
as defined by the number of visible segments in B-mode or
short-lag spatial coherence (SLSC) images of the left ventricle
short-axis view. SLSC imaging decreased the percentage of

volunteers with poor-quality images.

Fig. 10. Apical four-chamber view of the left ventricle of volunteer 3 in matched (a) B-mode and (b) short-lag spatial
coherence (SLSC) images. The endocardial borders are more clearly defined, particularly in the near field. The transmit
focus was 8.3 cm. The B-mode image is shown with 50-dB dynamic range, whereas the SLSC image is shown on a linear

scale ranging from 0%–95% of the maximum value.

10 Ultrasound in Medicine and Biology Volume -, Number -, 2013
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Example 1: Clutter Reduction with SLSC Imaging
B-mode imaging (conventional method)
§ Images of echo strength
§ Simple, fast
§ Already implemented in hardware
§ Prone to artifacts (reverberation clutter, etc.)
SLSC imaging (proposed method)
§ Images of echo coherence
§ Reduces clutter noise
§ Much harder to compute

› ~ 1 image per minute in MATLAB in 2011
§ No hardware implementation
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Example 2: Speckle Reduction with Neural Networks

True echogenicity Measured echogenicity

Speckle is caused by the random interference between diffuse scatterers



Example 2: Speckle Reduction with Neural Networks
Standard B-mode Image

Focused Array 
Signals

Speckle-Reduced 
B-mode Image

Channel Summation, 
Envelope Detection

2D Convolution

Batch Normalization

Rectified Linear Unit

Neural network 
components

Convolution “block”



Example 2: Speckle Reduction with Neural Networks
Speckle reducing neural network
§ Chose a very simple network

› 8 layers deep (2D convolutions)
› 32 filters wide

§ 5000 training samples (64�64 pixel grid)
› Simulated array signals
› True echogenicity

§ Training via NVIDIA GeForce GTX 1080 Ti
› ~30 minutes for 100 epochs

§ Evaluated on real ultrasound signals
› Tissue-mimicking phantom
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Traditionally,
hardware-based

Motivation for a GPU-Based Software Beamformer

Focused (Delayed) Array Signals

Channel Sum and 
Envelope Detection

B-mode Images

Spatial Coherence

Clutter-Reduced 
Images

Neural Network

Speckle-Reduced
Images

Difficult to implement new 
methods in real time



Software beamforming is more flexible

Motivation for a GPU-Based Software Beamformer
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B-mode Images

Spatial Coherence

Clutter-Reduced 
Images

Neural Network
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Solution: Build a GPU-Based Software Beamformer
Develop a GPU–based software beamformer that can perform:
§ Preprocessing
§ Focusing
§ Beamforming

› B-mode
› Clutter reduction with SLSC
› Speckle reduction with neural networks

§ Post-processing

§ Fortunately, beamforming is inherently parallelizable!
› Well suited for ultrasound imaging



Software Beamformer Implementation
Implementation: A CUDA/C++ library of beamforming classes
§ Each class performs a specific task using CUDA kernels

› Examples: HilbertTransform, Focus, Bmode, SLSC, EnsembleFilter, 
PowerEstimator

§ All classes are derived from a common parent class “DataProcessor”
› Accepts pointer to GPU memory
› Applies CUDA kernel
› Returns pointer to GPU memory

DataProcessor
Input device 

pointer
Output device 

pointerCUDA Kernel



DataProcessors can be chained into a computational pipeline

§ Can mix and match objects to customize beamforming
§ Pipeline is fixed at compile-time
§ Objects pass data via pointers to GPU memory
§ Data can be streamed through in real-time

Software Beamformer Implementation

Raw Signal Array 
(on GPU) HilbertTransform

Bmode

SLSC

B-mode Image

Clutter-Reduced 
Image

Focus

ConvNN Speckle-Reduced 
Image



To achieve high throughput real-time imaging:
§ Used static variables to separate initialization and execution
§ Initialization: Perform time-intensive tasks

› Allocate device memory
› Set up CUDA textures
› Pre-load interpolation tables for time delays

§ Execution: Perform only essential tasks
› Transfer raw data from host to device
› Stream data through computational pipeline
› Transfer processed data from device to host

Software Beamformer Implementation



Real-time ultrasound imaging system
§ Front end: Verasonics Vantage 256 scanner

› P4-2v, L12-3v imaging transducers
› Outputs signal array data in real time

§ Back end: Linux workstation with CUDA software 
beamformer
› Connected to Verasonics via PCIe 3.0 x8
› MATLAB MEX interface to software beamformer
› 1 NVIDIA GeForce GTX 1080 Ti GPU
› SLSC: CUDA kernels
› Neural network: TensorRT 3.0

Real-Time Imaging System



Application: Clutter Reduction in Echocardiography
Well visualized
Barely visualized
Not visualized
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Profiler Results: SLSC Imaging

Data transfer 
to GPU Preprocessing Focusing B-mode 

Imaging SLSC Imaging Data transfer 
from GPU

~15 ms total



Application: Speckle Reduction





Profiler Results: Neural Networks

Data transfer 
to GPU Preprocessing Focusing B-mode 

Imaging
Neural 

Network
Data transfer 

from GPU

~10 ms total



Conclusions
Developed a GPU-based software beamformer for ultrasound imaging
§ Customizable real-time imaging at > 30 fps
§ To add a new beamforming method, simply write a new class

› Implement algorithm as a CUDA kernel

Good framework for future machine learning applications
§ As of TensorRT 3.0, can easily import TensorFlow models
§ Real-time inference at > 30 fps
§ Can easily swap in new network weights and architectures
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