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What is this poster about ?
The poster presents a case study of kernel executions that
take advantage of the StarPU Library in order to exploit
heterogeneous Multi-GPU system. This third party library
developed by INRIA in France, provides a unified view of
the computational resources, this way the programmer can
concentrate more on programming than handling low-level
issues such as data transfers, it uses a task-based model and
it allow developers to implement custom scheduling
policies.
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Designing software to take advantage of heterogeneous
hardware resources to perform efficient High Performance
Computing (HPC) is complex and has many associated
trade-offs, but also provides an opportunity for solving
huge problems that a solo device cannot handle.
Depending on the way tasks are mapped to the hardware,
vastly different execution times for the same tasks are
possible. This work exploits a task programming library for
hybrid architecture, StarPU, with the objective of
optimizing execution time in heterogeneous
environments.

Abstract

StarPU is a unified runtime system for heterogeneous
multicore architectures, hybrid CPU and GPU execution. It
was developed by INRIA in France and it gives support for
heterogeneous multicore architectures and present a
unified view of the computational resources, CPUs and
GPUs, simultaneously. StarPU takes care of efficiently
mapping and dispatching tasks to different processing
units, while transparently handling low-level issues such as
data transfers. The core of StarPU is its run-time support
library, which is responsible for scheduling application-
provided tasks on heterogeneous machines. StarPU
runtime and programming language extensions support a
task-based programming model and it allows developers
to implement custom scheduling policies in a portable
fashion.

What is StarPU ?

For all the tests performed, the kernel utilized and
implemented for testing was a floating point matrix
multiplication implemented in CPU in C++ and in GPU
through CUDA. This is a very commonly used
computational kernel in scientific computing and was also
chosen since it is completely independent from one task to
another and communication required on the bus is
minimal, reducing the complexity of the tests. All possible
StarPU task schedulers were tested. One main queue line
for the tasks was created. For each execution, 1000 tasks
were created, where each task is a multiplication of a
Matrix A by a Matrix B, resulting in a Matrix C, with all
matrix in a normal distribution of ranks ranging from 32,
64, 128, 256, 512 and 1024. Each test was performed 10
times and the average result was computed on Table 01.

Test Scenario

Every year, powerful and different GPU models with
distinct specifications are released in the market, with
more computing power, thousands of cores and
sophisticated unified architecture. Despite this rapid
evolution, there is still a huge gap between simply using
and taking full advantage of this enormous computing
power. It is simply not a trivial task for an application to
use all their devices’ resources efficiently. GPUs are highly
parallel computing machines specializing in vector
arithmetic, while CPUs are better at other tasks, making a
hybrid solution provides the best of both worlds for many
applications. Execution time depends on each device’s
settings and the current workload of each device.
Depending on how tasks are assigned and mapped to each
processor, this can make a huge difference on the
execution time of the tasks.

Introduction StarPU is a useful and important library that can help the
programmer to focus on programming the problem
instead of worrying about low-level issues. The case study
provides evidences that the task scheduler and the
number and types of processor units (PU) creates different
execution times. It also points that using more PUs does
not always provide the best execution time results.

GPU
CPU 0 1 2 3 4 0 1 2 3 4

dm 3,288 3,301 3,280 6,121 6,161 3,293 3,303 3,280 6,088 6,058
dmda 3,305 3,304 3,278 6,073 6,048 3,301 3,302 3,282 6,072 6,044
dmdar 3,301 3,304 3,284 6,102 6,074 3,302 3,302 3,282 6,090 6,130
dmdas 3,300 3,302 3,284 6,068 6,076 3,300 3,302 3,282 6,050 6,073
peager 3,434 258,360 309,257 448,646 438,736 4,413 147,762 145,541 187,089 277,778
pheft 3,300 3,312 3,284 9,086 10,817 3,301 3,306 3,282 8,880 10,645
random 3,436 59,792 115,352 203,802 287,206 4,271 27,071 63,975 102,050 153,514
ws 3,440 130,089 227,227 531,456 475,010 3,611 90,236 156,510 233,976 386,424

1 2

The host code was executed on an Intel i7-4790 with 24
GB of RAM on Ubuntu 14.04.2 LTS using NVCC compiler at
CUDA 7.0 and StarPU Runtime 1.1.2, using one NVIDIA
TITAN X and a NVIDIA K40C. The tests were performed
automatically consisting in thousands of executions
considering the different parameters: 8 tasks schedulers,
10 executions, 4 CPUs and 2 GPUs.

Hardware and Software Setup

Table 01: Results for the execution of 1000 tasks. Each cell represents in seconds the average
execution time for different GPUs and CPUs combinations.
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