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We present a CUDA implementation of the 3D cone beam reconstruction or ‘Back Projection’ algorithm which is used in Computed Tomography (CT) to reconstruct a 3D 
volume from 2D X-ray projection data. CT is used in medicine, metrology, and non-destructive testing, and fast reconstruction times with high resolution data are of 
significant importance.  Here we demonstrate that even very large reconstruction volumes can be reconstructed quickly using a workstation with 2 GPUs.  

To demonstrate our algorithm we simulated a 2D CT 
projection data set from a CAD model of a pocket watch* 
using an in-house simulation tool based on Geant4. 
* https://grabcad.com/library/pocketwatch-all-inside-parts-included 

Simulation Output: Simulated CT scan of input data 
with 2048 projection views of size 2048x2048, 32-bit 
resolution, 32 GB total 

Sample  projection view generated from Geant4 CT simulation 

Output Volume 
size (32-bit) 

Back Projection 
running time  

GUPS  
(Giga-updates per 
second) 

256^3 189 ms 40.96 
512^3 670 ms 92.54 
1024^3 4.7 seconds 105.95 
2048^3 41.6 seconds 95.4 

Optimization of Algorithm: 
 
1. Pre-process and re-order input 

projections to coalesce memory loads 
related to bi-linear interpolation 

2. Perform back projection in batches split 
between 2 GPUs 

3. Use CUDA streams for asynchronous 
memory operations and compute 

4. Use 32-bit FMA operations for bi-linear 
interpolation  

5. For 2048^3 implementation use CPU to 
coordinate movement and storage of 
large input and output sets  

Key to high performance with high 
accuracy: 
 
We developed a proprietary method of 
performing 32-bit bi-linear interpolation 
which is more precise than 9-bit texture 
interpolation with similar performance 

Note: Running time includes all host-device and device-host memory copies 
which adds significant overhead for larger 3D volumes 

We tested the performance of our algorithm using 
University of Erlangen-Nuremberg’s RabbitCT projection 
input set (1248x960, 496 projections) 

Our algorithm has the highest peak signal to noise ratio and 
lowest mean squared error (relative to reference volume) of all 
GPU based implementations on RabbitCT rankings, 1/13/16. 

Sample slices of back projected 3D volume from different orientations 

GPU Test Configuration: 
2x NVIDIA GTX Titan X, 12 GB 1.1 GHz  
CUDA 7.5 

The algorithm produces a 3D volume that reconstructs the input object with high fidelity 

Screenshot of the Rabbit CT benchmarking websites 
      (https://www5.cs.fau.de/research/projects/rabbitct/) 
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