
Implementation of a Real-time Polyphase filter in Radio Astronomy 

Polyphase filter is an established algorithm and one 
of the cornerstones of time-domain data processing. 
he polyphase filter reduces errors introduced by a 
discrete Fourier transformation, these are DFT 
leakage and DFT scalloping loss. It can also serve for 
sample rate conversions and as a bandpass filter. The 
polyphase filter consists of two steps. The first step is 
to apply a linear filter, prescribed by equation [1] 
 
 
 
 
where 0 ≤ 𝑛𝑛 < 𝐶𝐶, square brackets [ ] indicate that a 
physical quantity is discrete (sampled), 𝑥𝑥[𝑛𝑛]  
represents samples from the input data and the 
quantity 𝑦𝑦[𝑛𝑛] represents samples in the filtered data. 
Number of past samples used by the filter is called 
taps and indicated by 𝑇𝑇. 
The second step is the discrete Fourier 
transformation (DFT) which is given by [1] 
 
 
 
where 𝑌𝑌[𝑚𝑚] represents data in frequency domain 
and 𝐶𝐶 represents the number of channels. For the 
second step we are using hardware specific libraries 
(cuFFT 6.5 and 7.0, MKL 11.2.2) 

 What is a polyphase filter 
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 Abstract 
• We have implemented a polyphase filter for real-

time data processing in radio astronomy. The 
polyphase filter is a standard tool in digital signal 
processing and as such a well established 
algorithm 

• Three generations of NVIDIA GPU cards: Fermi, 
Kepler, Maxwell and Xeon Phi (Knights Corner) and 
Intel Xeon CPU 

• Our implementation makes use of L1/Texture 
cache and shared memory. 

• We measure performance in execution time, 
which is a critical factor for real-time systems and 
we present our results in terms of the sample rate 
which can be processed in real-time by a chosen 
platform, which more intuitively describes the 
expected performance in a signal processing 
setting. 

• Our findings show that, for the GPUs considered, 
the performance of our polyphase filter when 
using lower precision input data is limited by type 
conversions rather than device bandwidth.  

• Comparison of our best performing code to two 
other implementations of the polyphase filter, 
shows that our implementation is faster in nearly 
all cases.  
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Structure of an input data stream, the FIR filter operation and DFT. The input 
data stream (top), is divided into spectra each containing C samples (spectra 
are differentiated by colour). Each sample (a single square) x[n] ∈ ℂ belongs 
to a specific channel. In this example the spectra have 8 channels. The 
response function b of the FIR filter must be of size CT (bottom shaded by a 
gradient). The operation of the FIR filter is shown (middle). The FIR filter 
takes T number of raw spectra (coloured groups of squares), in this case T=3, 
and produces one filtered spectra y[n]. The next filtered spectra y[n+C] 
reuses T-1 raw spectra from the previous filtered spectra. The DFT acts on 
filtered spectra y[n] to produce frequency spectra Y[n] (middle, right). 

• Faster then previously published implementation [2],[3] 
(for 16 taps GTX 980) 1.52x, 2.19x respectively. 

• GPU speed-up compared to CPU varies depending on task 
parameters (for 16 taps, 1024 channels, 32-bit precision) 
 Titan X    -  7.2x 
 GTX780 Ti  -  6.2x 
 GTX 980 -  5.1x  

• GPU speed-up compared to Xeon Phi 
 Titan X - 4.0x 
 GTX780 Ti – 3.5x 
 GTX 980 – 2.8x 

• Lower bit implementation are limited by type conversions 
rather then bandwidth 
 

Ease of use 
GPU Implementation required 

• significantly more time to develop 
• greater depth of knowledge 
when compared to CPU and Xeon Phi 
 

Xeon Phi Implementation  
• easiest to complete because of similarities to CPU 
• porting existing code is relatively fast 

 
When considering the overall cost of both capital and 
development effort, the total cost to a project in case of 
Xeon Phi might be comparable to GPU costs. 

Real-time sample rates 
Results of our PPF for a wide range of taps and channels. All graphs show sample rates that can be accommodated by PCIe 3.0 bandwidth. 

Problem is embarrassingly 
parallel in nature. Our 
implementations use 2D 
grid, data are divided into 
blocks of 𝐶𝐶𝐵𝐵 channels and 𝑆𝑆𝐵𝐵 
filtered spectra. Shaded 
regions are shared by 
neighbouring blocks. Size of 
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the shared area is (𝑇𝑇 − 1)𝐶𝐶𝐵𝐵. Algorithm is bandwidth limited.  
The linear filter is affected by number of taps T and number of 
channels C. Increasing T increases number of operations that 
must be performed by each filter. Data reuse is thus essential and 
must be performed in fastest memory available. 

Uses 2D grid for input data division. 
We have chosen to split the shared 
memory available to each thread 
block into two sections. , one for data 
and the second for coefficients (which 
are reused for each filtered spectra).  
 
The data section is then further 
divided into sub-blocks, where each 
sub block is managed (loading data, 
computing FIR) by a single warp. 
Number of warps is given by number 
of threads per thread block. 

The shared memory kernel consists of a loading phase and a computing phase. 
In the loading phase a warp loads all required data into it's memory sub-block 
and loads it's part of the coefficients required for the calculation of the FIR filter. 
Data are read from global memory in the direction of channels, which is the 
direction of data alignment. The resulting memory accesses are aligned and 
coalesced. 
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The speedup in FFT execution time on different cards with respect to 
GTX 980. We point out that the GTX 780 Ti, an older card, using an older 
CUDA version outperforms the newest card of the Maxwell generation 
(TITAN X) using a newer CUDA version 7.0. 

The utilisation of type conversions of GTX 980 by both the cache and 
shared memory kernels. 
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