
Propulsion Science & Technology, Inc. (PST) has been actively involved in 
the aerospace research community since 1987.  It is a small woman owned 
business located in Langhorne, Pennsylvania.  PST has a diversified research 
staff with backgrounds in physics, chemistry, computer science, data 
acquisition and visualization.  PST has developed several software packages 
to support US defense programs under the Small Business Innovative 
Research Programs (SBIR).  One such example is the Real-Time Non-Rigid 
Image Registration software, IMT (Image Morphing Toolkit-CUDA version). 
 
 
 
 
• Image databases are used extensively to support a wide variety 

of military programs involved in target recognition and 
warning sensor development.   

• Real-time image extraction methods are needed to provide 
representative scenes for Hardware-in-the-Loop (HWIL) 
sensor testing and comprehensive digital simulations.   

• Currently used nearest neighbor image extraction methods 
produce jitter in the scene, as images change discontinuously. 
Generating large numbers of images within the database can 
lessen the jitter, but not eliminate it entirely.   

• Real-time, high fidelity image interpolation allows for jitter 
free image extraction from much smaller databases. This is 
accomplished using a GPU implementation of non-rigid image 
registration techniques.   

 

The Image Morphing Toolkit, (IMT) uses GPU acceleration to perform 
accurate, fully automated, real-time image interpolation/extraction 
from an image database.   
 

This implementation solves the thin-plate spline equation as part of its 
core functionality:1 

  
 
 
 

where,                      , and a1, ax, ay, and {wi} are parameters defined by 
minimizing the potential energy of the thin plate surface, and are 
solved through a set of linear equations. 
 
IMT operation is subdivided into three main functions: 
 

Initialize- where the initial parameter matrices are solved through 
a set of linear functions. 
Transform- the pixels in each image are transformed to new 
positions using the thin-plate spline equation. 
Map- images are mapped back onto a fixed grid in order to 
produce a final image.  
 
Extracting images from a 3 dimensional database requires interpolating 
8 images.  GPU acceleration allows multiple images to be processed 
simultaneously, with all the images being initialized, transformed and 
mapped in parallel (see Figure 1). 
 
 
 
 
 
 
 
 
 

Image Registration for Real-time Database Extraction 
Donna Yosmanovich, Randall Miles, Michael Thorwart, Margaret Taylor 

Propulsion Science & Technology, Inc. Langhorne PA 

An example of morphing is shown below in Figure 2.  Landmarks are 
points placed on each image which describe how the image will change.  In 
Figure 2 they are placed at specific relatable points around the camel and 
the horse.  Each image is then transformed to a common middle position 
for each pair of landmark values.  The transformed images are then 
combined through a weighted cross-dissolve and the middle resultant 
image is produced. 
 
 
 
 
 
 
 
 
 
The IMT was developed to morph thermal images of high speed jet flows 
while producing low amounts of error in the resultant images.  A 
conceptual example of a 2 dimensional image interpolation is shown below 
in Figure 3. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Each condition shown in Figure 3 represents a pre-computed image in the 
database.  The morphed image produces an intermediary condition that can 
replace a database image at that condition.  
 

Morphing allows real-time extraction of smoothly varying images at any 
condition,  from a limited set of database conditions. 
 

Additionally, extensive error testing demonstrated the accuracy of this method.  
Errors were calculated by comparing morphed images to points where data was 
available in a high-fidelity database.  Any errors above a minimum threshold can 
be improved by: 
• increasing the node points in the database 
• improving the landmark selection/interpolation algorithm 
The landmark interpolation algorithm describes how the landmark points change 
their position in the image as you move through the multi-dimensional database.   
 

Application of this software to other imagery types would require a 
customized landmark selection/interpolation algorithm.    

The IMT was developed to support a diversity of applications and minimal systems requirements.  There is a serial, 
parallel (multi-core) and GPU (CUDA) version available.  The software is also functional on both Windows and Linux.  
An example of the class structure of the Toolkit is shown in Figure 4.  The IMT has been tested and benchmarked on 
128x256 sized images as tabulated in  in Figure 5. 
 
The Windows implementation increased performance by ~60x’s,  
and the Linux version saw an ~80x’s increase in speed in comparison  
to the serial version. This was accomplished through the use of the 
following: 

 
• Pinned memory transfers from CPU to GPU 
• cuBLAS functions 
• Custom kernels 
• CUDA Streams 
• Concurrent memory copies 
 

Figure 3.  Four different jet flow images are warped and then combined to create a new 
resultant image. 

Figure 5. Run times of IMT  

Motivation and Introduction 
 

Applications 
 

Results 

Future Work / Questions for NVIDIA? 

Operating System Processor GPU Method Data Size 
(pixels) 

Time in Hz 

Windows 7 i7-4820K   Serial ~16 x 33,000 9 

Linux i7-4820K   Serial ~16 x 33,000 9 

Windows 7 i7-4820K   Parallel ~16 x 33,000 37 

Windows 7 i7-4820K Titan CUDA ~16 x 33,000 530 

Linux i7-4820K Titan CUDA ~16 x 33,000 720 
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Figure 2.  A camel and horse are each warped and then combined to produce the final morphed image 
in the center. 

Figure 4. Class Structure of the IMT 
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Figure 6. Different behavior for the delay in launching streams, and making memory transfers between Windows (left) and Linux (right).  

Further performance enhancements are being sought to support interpolation of larger, more complex images.  Application 
of the NVIDIA profiler (Nsight), which was used successfully during IMT development will guide these improvements.  
This tool made it possible to rearrange computations and memory transfers to achieve optimal speed.  However, due to the 
differences in the Windows and Linux profiles, it is not immediately clear what the best method for further optimization 
might be (see Figure 6). 
 

On Windows, there were large delays before memory copies were made, or kernels/streams launched (see the red arrows 
and orange squares in Figure 6). However, once the kernels were launched, they completed quickly and concurrently (see 
blue circles).  In Linux, there was not a single long delay, but a series of smaller delays prior to each kernel being launched.  
Since Linux had the better over-all performance time, could it be possible that this method of kernel launching was 
somehow beneficial?  Or is this an artifact produced by the profiler?  Studying the behavior of CUDA kernels for different 
operating environments could be an interesting project of its own. 
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