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We present an accelerated implementation of the Faddeev-
Leverrier algorithm (FLA) to solve the Eigenvalue Problem. The 
FLA may not be one of the most computationally suited algorithms 
for the Eigenvalue Problem, but it is rather preferred for its 
algebraic stability. It uses a series of recursive steps to calculate 
the coefficients of the characteristic polynomial while maintaining 
the original matrix at every step. The roots of the characteristic 
polynomial give us the eigenvalues. The recursive nature of the 
algorithm results in data dependency between individual steps 
reducing the parallelism. To this end, we present a streamlined 
approach which makes efficient use of the GPU memory and CPU 
host memory. We also use efficient methods of data allocation, 
task allocation and synchronization between threads to maximize 
the performance. Our results show that our multi-core GPU 
implementation outperforms the multi-core CPU version for large 
matrices. 

A Hybrid Approach

Future Work
• Investigate some heuristics which will improve the multi-GPU 

performance and accuracy
• Perform an analysis on the accuracy for specific kinds of matrices 

and how suitable they are for the algorithm.
• Look into other platforms for improved performance and accuracy
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Initialization Step

• The FLA, due to its recursive nature, exhibits low parallelism and 
data dependency between individual steps.

• A naïve approach to assign a single thread to carry out one single 
step creates a lot of idle time making this approach highly inefficient.

• To achieve any favorable speedup, there is a need for efficient 
allocation and management of memory, assignment of tasks and 
synchronization between the cores.

• We employ a hybrid approach which simultaneously exploits the CPU 
and GPU memory for carrying out calculations. 

• This approach helps minimizing the idle time and harnesses the 
parallel architecture to optimize the sections of the algorithm which 
are suited to parallel computation on the GPU while carrying out 
longer and more time-taking steps on the CPU as and when required.

The Faddeev--Leverrier Algorithm Performance Results and Accuracy
We tested our implementation of the FLA under the specifications : 
Intel® Xeon® E5-2620 CPU + NVIDIA® Tesla® K20c GPU + 64 GB 
main memory + 5GB GPU memory
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Calculating Coefficients

Recursive Step

Modified Algorithm

• The FLA is known to be inefficient when it comes to numerical work 
and as a result can be inaccurate is some test cases.

• It is not preferred from a numerical point of view but rather used for 
its algebraic significance.

• As mentioned in the Modified Algorithm section, the algorithm 
preserves the structure of the original matrix rendering it more 
suitable for algebraic operations throughout all the steps.

• While using multiple threads to solve the problem, it must be noted 
that threads are deployed in batches known as warps. As some 
threads might be waiting for results to be provided by other threads, a 
significant amount of time is wasted as idle time. 

• To this end, we undertake a hybrid approach to minimize the idle 
time.

Features and Programming Challenge
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A comparison of the accuracy between platforms
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