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PERFORMANCE USING INDEX-DIGIT NOTATION 

Brandon Lloyd, NVIDIA 

Presenter
Presentation Notes
My talk is on…



MOTIVATION  

 Memory performance cliffs 
 2D Transpose 𝑥𝑥,𝑦𝑦 → 𝑦𝑦, 𝑥𝑥  

 

Presenter
Presentation Notes
One drawback of GPUs is that they have some steep memory perf cliffs. This talk is about how to avoid themMotivate with 2D transposeOne way to do that is to read a row, write a columnNow suppose this is a 32x32 array of integers in global memory and each thread in a warp accesses an element



MOTIVATION  

 Memory performance cliffs 
 2D Transpose 𝑥𝑥,𝑦𝑦 → 𝑦𝑦, 𝑥𝑥  
 Global memory coalescing 

— Groups accesses within a warp 
into segments 

 1 segment in x 
 32 segments in y 

Presenter
Presentation Notes
hardware will coalesce the accesses into 128-byte segmentsThis results in a single segment access in x, but 32 segments in y. Not goodUse on-chip shared memory because it is faster



SHARED MEMORY 

 Banks provide concurrent 
memory accesses 

banks 

ro
w

s 

Presenter
Presentation Notes
Shmem organized into multiple banks to provide concurrent access



SHARED MEMORY 

 Banks provide concurrent 
memory accesses 

banks 

ro
w

s 

Presenter
Presentation Notes
This 16 bank shmem can be accessed by up to 16 threads at a time



SHARED MEMORY 

 Banks provide concurrent 
memory accesses 

banks 

ro
w

s 

Presenter
Presentation Notes
It doesn’t matter what order the banks are accessed or which row, so long as there is only one access per row



SHARED MEMORY 

 Banks provide concurrent 
memory accesses 
 Multiple access per bank ⇒ 

conflicts (instruction replays) 

banks 

ro
w

s 

Presenter
Presentation Notes
But if you have multiple concurrent accesses you get conflicts.which the hardware resolves by replaying the instruction until all access have cleared
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SHARED MEMORY 

 Banks provide concurrent 
memory accesses 
 Multiple access per bank ⇒ 

conflicts (instruction replays) 
Worst case – all threads 

access same bank 

banks 

ro
w

s 

Presenter
Presentation Notes
In the worst case, all threads access the same bankTodays GPUs have 32 banks, so you can get up to a 32x slowdown



SHARED MEMORY 

 Banks provide concurrent 
memory accesses 
 Multiple access per bank ⇒ 

conflicts (instruction replays) 
Worst case – all threads 

access same bank 
 Padding – use stride of 16+1 

banks 

ro
w

s 

Presenter
Presentation Notes
If we pad each row, then we get no conflicts



SHARED MEMORY TRANSPOSE 

 Read rows from global 
memory 

banks 

ro
w

s 

Presenter
Presentation Notes
Getting back to shared memory transpose. We read coalesced rows in from global memory. 



SHARED MEMORY TRANSPOSE 

 Read rows from global 
memory 
 Transpose in shared memory 

— write transposed rows 

banks 

ro
w
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Presentation Notes
Transpose them in shared mem with padding…
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SHARED MEMORY TRANSPOSE 

 Read rows from global 
memory 
 Transpose in shared memory 

— write transposed rows 

banks 

ro
w

s 

Presenter
Presentation Notes
Transpose them in shared mem with padding…we see that that I end up using an extra row -> can’t run as many blocks



SHARED MEMORY TRANSPOSE 

 Read rows from global 
memory 
 Transpose in shared memory 

— write transposed rows 
— read rows 

Write rows to global 
memory 

banks 

ro
w

s 

extra row 

Presenter
Presentation Notes
Transpose them in shared mem with padding…we see that that I end up using an extra row -> can’t run as many blocks



MULTI-DIMENSIONAL PERMUTATION 

 𝑛𝑛3, 𝑛𝑛2, 𝑛𝑛1, 𝑛𝑛4 → 𝑛𝑛4, 𝑛𝑛1, 𝑛𝑛3, 𝑛𝑛2  
 How to pad? 

— Hard to even draw the picture 
 

Presenter
Presentation Notes
Now suppose I have a multi-dimensional permutation like this, how do I pad?



MOTIVATION 

 Up to 32× slowdown 
— non-coalesced global accesses 
— shared memory bank conflicts 

 Padding works for simple cases 
— cannot run as many blocks 
— how to handle more complicated data layouts? 

 Multi-dimensional domain harder to think about 
 



TAKE-AWAYS 

 Helpful notation for reasoning about memory performance 
 Simple rules for addressing mem perf problems 

— manipulations of the index 

 



SCOPE 

 Regular array accesses 
 Power-of-two dimensions 

— non-power-of-two have fewer perf problems 



OUTLINE 

 Index-digit notation 
 Shared memory 

— Avoiding bank conflicts 
— Alternatives to padding 
— Sub-word and multi-word accesses 

 Global memory coalescing 
 Partition camping 

Presenter
Presentation Notes
introduce a short-hand for writing array accessess called index digit notationUse this to show how to derive some simple rules to avoid bank conflicts and alternatives to padding.We will also look at how these idea apply to different types of shared memory access, global memory coalescing, and on older hardware partition camping



2D ACCESSES 

𝑦𝑦 𝑥𝑥 
𝑌𝑌 𝑋𝑋 

𝑋𝑋 = 64 

𝑌𝑌 = 64 

𝑥𝑥,𝑦𝑦  linear offset = 𝑦𝑦𝑋𝑋 + 𝑥𝑥 

Convention: 
 lowercase for values 
 uppercase for dimensions 
 e.g. 𝑥𝑥 ∈ [0,𝑋𝑋)  

Presenter
Presentation Notes
Suppose you have an element x,y in this row-major array, this is how you compute its linear offsetWe are going to use the convention…If you look at the actual bits of the linearized offset we see that x ends up in the lower bits and y in the upper bits



2D TILING 

𝑦𝑦 𝑥𝑥 
𝑌𝑌 𝑋𝑋 

𝑏𝑏𝑦𝑦 𝑏𝑏𝑥𝑥 𝑡𝑡𝑥𝑥 𝑡𝑡𝑦𝑦 
𝐵𝐵𝑦𝑦 𝐵𝐵𝑥𝑥 𝑇𝑇𝑥𝑥 𝑇𝑇𝑦𝑦 

𝑏𝑏𝑦𝑦𝑡𝑡𝑦𝑦𝑏𝑏𝑥𝑥𝑡𝑡𝑥𝑥 𝐵𝐵𝑦𝑦𝑇𝑇𝑦𝑦𝐵𝐵𝑥𝑥𝑇𝑇𝑥𝑥
 

𝐵𝐵𝑥𝑥 

𝐵𝐵𝑦𝑦 

𝑏𝑏𝑥𝑥, 𝑏𝑏𝑦𝑦  

𝑡𝑡𝑥𝑥, 𝑡𝑡𝑦𝑦  𝑇𝑇𝑦𝑦 

𝑇𝑇𝑥𝑥 

𝑏𝑏𝑦𝑦 𝑇𝑇𝑦𝑦 + 𝑡𝑡𝑦𝑦 𝐵𝐵𝑥𝑥 + 𝑏𝑏𝑥𝑥 𝑇𝑇𝑥𝑥 + 𝑡𝑡𝑥𝑥 

Presenter
Presentation Notes
Now suppose we tile, with a thread block per tile, and each element within a tile assigned to a particular threadWe build our linear offset from each of these componentsWe can write this more succinctly with what I term index-digit notationTranscribe it from our diagram. Specify strides in subscriptThis is the graphical and written representation of index digit notation, so called because you write down the components of the index like the digits of a numberThis is what it means – standard horners expansion



2D TILING 

𝑦𝑦 𝑥𝑥 

𝑏𝑏𝑦𝑦 𝑏𝑏𝑥𝑥 𝑡𝑡𝑥𝑥 𝑡𝑡𝑦𝑦 

𝑏𝑏𝑦𝑦𝑡𝑡𝑦𝑦𝑏𝑏𝑥𝑥𝑡𝑡𝑥𝑥  

𝐵𝐵𝑥𝑥 

𝐵𝐵𝑦𝑦 

𝑏𝑏𝑥𝑥, 𝑏𝑏𝑦𝑦  

𝑡𝑡𝑥𝑥, 𝑡𝑡𝑦𝑦  𝑇𝑇𝑦𝑦 

𝑇𝑇𝑥𝑥 

Presenter
Presentation Notes
If the strides match the range of values, can drop the subscripts



INDEX-DIGIT NOTATION 

 Write down multi-dimensional index like a number where the 
each dimension is a digit  
 element 𝑛𝑛1,𝑛𝑛2,𝑛𝑛3,𝑛𝑛4  in 𝐷𝐷1 × 𝐷𝐷2 × 𝐷𝐷3 × 𝐷𝐷4  array 

𝑛𝑛𝑖𝑖 ∈ [0,𝑁𝑁𝑖𝑖) and 𝐷𝐷𝑖𝑖 ≥ 𝑁𝑁𝑖𝑖 

 linearized offset 

row major:  𝑛𝑛4𝑛𝑛3𝑛𝑛2𝑛𝑛1 𝐷𝐷4𝐷𝐷3𝐷𝐷2𝐷𝐷1 = 𝑛𝑛4 𝐷𝐷3 + 𝑛𝑛3 𝐷𝐷2 + 𝑛𝑛2 𝐷𝐷1 + 𝑛𝑛1 

column major: 𝑛𝑛1𝑛𝑛2𝑛𝑛3𝑛𝑛4 𝐷𝐷1𝐷𝐷2𝐷𝐷3𝐷𝐷4 = 𝑛𝑛1 𝐷𝐷2 + 𝑛𝑛2 𝐷𝐷3 + 𝑛𝑛3 𝐷𝐷4 + 𝑛𝑛4 

 drop dimension size subscript when 𝐷𝐷𝑖𝑖 = 𝑁𝑁𝑖𝑖  
e.g. 𝑛𝑛4𝑛𝑛3𝑛𝑛2𝑛𝑛1  

Presenter
Presentation Notes
Formal definition – with strides that differConvention that capital letter represent sizes, and small letter represent values that range between 0 and their corresponding capital letterThe pitch D in each dimension may be large than the range of valuesWe are going to write down the linearize offset or address of that element like thisIts like a number where the slowest changing digit is on the left. We specify the dimension stride with the subscriptThis notation represents this expansion which is just the usual multidimensional to 1d array offset calculationIf the size of the dimensions are the same as the range of the values, then we drop the subscripts



2D TILING 

𝐵𝐵𝑥𝑥 

𝐵𝐵𝑦𝑦 

𝑏𝑏𝑥𝑥, 𝑏𝑏𝑦𝑦  

𝑡𝑡𝑥𝑥, 𝑡𝑡𝑦𝑦  𝑇𝑇𝑦𝑦 

𝑇𝑇𝑥𝑥 

dim3 t=threadIdx,  T=blockDim; 
dim3 b=blockIdx,   B=gridDim; 
linearize( b.y,B.y,  t.y,T.y, 
           b.x,B.x,  t.x,T.x ) 

𝑦𝑦 𝑥𝑥 
𝑌𝑌 𝑋𝑋 

𝑏𝑏𝑦𝑦 𝑏𝑏𝑥𝑥 𝑡𝑡𝑥𝑥 𝑡𝑡𝑦𝑦 
𝐵𝐵𝑦𝑦 𝐵𝐵𝑥𝑥 𝑇𝑇𝑥𝑥 𝑇𝑇𝑦𝑦 

Presenter
Presentation Notes
Going back to the 2D tiling example, you can use the index-digit notation to write CUDA coda. Introduce my aliases for the built-in CUDA variables, then call linearize, writing the arguments straight from the diagram



 1D tile access: 𝑏𝑏𝑥𝑥𝑡𝑡𝑥𝑥  
linearize( b.x,B.x,  t.x,T.x ) 

 2D tile access: [𝑏𝑏𝑦𝑦𝑡𝑡𝑦𝑦𝑏𝑏𝑥𝑥𝑡𝑡𝑥𝑥] 
linearize( b.y,B.y,  t.y,T.y, 
           b.x,B.x,  t.x,T.x ) 

 3D tile access: [𝑏𝑏𝑧𝑧𝑡𝑡𝑧𝑧𝑏𝑏𝑦𝑦𝑡𝑡𝑦𝑦𝑏𝑏𝑥𝑥𝑡𝑡𝑥𝑥] 
linearize( b.z,B.z,  t.z,T.z, 
           b.y,B.y,  t.y,T.y, 
           b.x,B.x,  t.x,T.x ) 

 

LINEARIZE 
__device__ __forceinline__ 
unsigned linearize(  
  unsigned idx6,   unsigned size6, 
  unsigned idx5=0, unsigned size5=1, 
  unsigned idx4=0, unsigned size4=1, 
  unsigned idx3=0, unsigned size3=1, 
  unsigned idx2=0, unsigned size2=1, 
  unsigned idx1=0, unsigned size1=1 
) 
{ 
  return  (idx1 + size1* 
          (idx2 + size2* 
          (idx3 + size3* 
          (idx4 + size4* 
          (idx5 + size5* 
          (idx6)))))); 
} 

Presenter
Presentation Notes
Here is the code.With the right default parameters you can use it for different number of index digits. I show here one, two, and three dimensional tile accesses



SHARED MEMORY 

   𝑟𝑟: row 
   𝑘𝑘: bank 

banks 

ro
w

s 𝑟𝑟 𝑘𝑘 

Presenter
Presentation Notes
Here is what a shared memory index looks like this. The bank index corresponds to the lower 4 bits of the address. The row is given by the upper bitsLets look at what happens with strided accesses



STRIDED ACCESSES 
banks 

ro
w

s 

stride = 1 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0  

Presenter
Presentation Notes
If we access memory using the thread index we have no conflict. I’m showing the bits of the thread group



STRIDED ACCESSES 

stride = 2 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡00  

banks 

ro
w

s 

Presenter
Presentation Notes
Now if we multiply the threadidx by two we get a stride 2 access and we have degree two conflicts.



STRIDED ACCESSES 

stride = 4 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡000  

banks 

ro
w

s 

Presenter
Presentation Notes
stride 4. Note that only two bits of the thread index appear in the bank index, highlighted in white



STRIDED ACCESSES 

stride = 8 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0000  

banks 

ro
w

s 



STRIDED ACCESSES 

stride = 16 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡00000  

banks 

ro
w

s 

Presenter
Presentation Notes
When we reach a stride of sixteen none of the thread indices appear in the bank index



STRIDED ACCESSES 

stride = 16 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡00001  

banks 

ro
w

s 

Presenter
Presentation Notes
We can vary the constant that appears down there, but that doesn’t affect the degree of the bank conflicts



STRIDED ACCESSES 

stride = 16 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡00010  

banks 

ro
w

s 



STRIDED ACCESSES 

stride = 16 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡00011  

banks 

ro
w

s 



STRIDED ACCESSES 

stride = 16 
𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0𝑡𝑡7𝑡𝑡6𝑡𝑡5𝑡𝑡4  

banks 

ro
w

s 

Presenter
Presentation Notes
Could be higher order thread bits. But those are all shared by each group of 16 threads and are the sameEach group of 16 threads gets shifted. 



REPEATED THREAD BITS 

𝑡𝑡2𝑡𝑡0𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡1  

banks 

ro
w

s 

Presenter
Presentation Notes
Not that if some of the low-order thread bits are repeated in bank index, we also get conflicts



REPEATED THREAD BITS 

𝑡𝑡30𝑡𝑡10𝑡𝑡2𝑡𝑡0𝑡𝑡2𝑡𝑡3  

banks 

ro
w

s 

Presenter
Presentation Notes
Here’s another example



AVOIDING BANK CONFLICTS 

𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0  

𝑡𝑡0𝑡𝑡3𝑡𝑡1𝑡𝑡2  

𝑡𝑡1𝑡𝑡2𝑡𝑡0𝑡𝑡3  
𝑡𝑡3𝑡𝑡2� 𝑡𝑡1𝑡𝑡0  

𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0 ⊕ 0100  

𝑡𝑡3𝑡𝑡2𝑡𝑡1𝑡𝑡0 + 0100  

 

 

𝑘𝑘 = bijective function of last 4 bits of 𝑡𝑡𝑧𝑧𝑡𝑡𝑦𝑦𝑡𝑡𝑥𝑥  

Presenter
Presentation Notes
What does that mean? That means that k can be the low order bits of the thread index… or a permutation thereof… if we negate some bits then that just swaps the location of some items… we can do the same thing by XOR with a constant… It is also acceptable to add a constant, which just shifts the bank that a 



AVOIDING BANK CONFLICTS 

 Combinations of thread bits – XOR 
— no subset of indices on top can match the corresponding subset on 

bottom (assuming no repeated thread-bits) 

 
 

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1  𝑡𝑡0
⊕  0  𝑡𝑡3 𝑡𝑡2 𝑡𝑡1

 

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1 𝑡𝑡0
⊕  0  𝑡𝑡3 0  𝑡𝑡2

 

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1 𝑡𝑡0
⊕  0  𝑡𝑡3 0  0  

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1 𝑡𝑡0
⊕  0  𝑡𝑡2 0  0  

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1 𝑡𝑡0
⊕  0  𝑡𝑡0 0  𝑡𝑡2

 

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1  𝑡𝑡0
⊕  0  𝑡𝑡0 𝑡𝑡2 𝑡𝑡1

 

𝑡𝑡2 = {𝑡𝑡2} 

𝑡𝑡2, 𝑡𝑡0 = {𝑡𝑡0, 𝑡𝑡2} 

𝑡𝑡2, 𝑡𝑡1, 𝑡𝑡0 = {𝑡𝑡0, 𝑡𝑡2, 𝑡𝑡1} 

Presenter
Presentation Notes
You can also combine thread-bits with XOR and addition, but the rules will take too long to explain. They will be on the final slides I upload



AVOIDING BANK CONFLICTS 

 Combinations of thread bits – ADD 
— More complicated. Same restrictions as XOR, and then some 
— OK to shift and add 

 

 
 

 𝑡𝑡3 𝑡𝑡2 𝑡𝑡1  𝑡𝑡0
⊕  0  𝑡𝑡3 𝑡𝑡2 𝑡𝑡1

 

 𝑡𝑡3  𝑡𝑡2  𝑡𝑡1  𝑡𝑡0
⊕  0   0   𝑡𝑡3 𝑡𝑡2

 

 𝑡𝑡3  𝑡𝑡2  𝑡𝑡1  𝑡𝑡0
⊕  0   0   0   𝑡𝑡3

 

Presenter
Presentation Notes
You can also combine thread-bits with XOR and addition, but the rules will take too long to explain. They will be on the final slides I upload



PADDING 

 Recommendation to fix power-of-two stride:  
  Use stride 𝑠𝑠 + 1  instead of 𝑠𝑠 
 Example: 𝑠𝑠 = 16 

 

𝑡𝑡3−0 × 16 + 1 = 𝑡𝑡3−0 × 16 + 𝑡𝑡3−0 
 
 
 

 

 
 Moves thread bits into lower end of offset 

𝑡𝑡3−0 0 

𝑡𝑡3−0 + 



PADDING 

stride = 2+1 

banks 

ro
w

s 

𝑡𝑡3−0 0 

𝑡𝑡3−0 + 



PADDING 

stride = 4+1 

banks 

ro
w

s 

𝑡𝑡3−0 0 

𝑡𝑡3−0 + 



PADDING 

stride = 8+1 

banks 

ro
w

s 

𝑡𝑡3−0 0 

𝑡𝑡3−0 + 



PADDING 

stride = 16+1 

banks 

ro
w

s 

𝑡𝑡3−0 0 

𝑡𝑡3−0 + 

Presenter
Presentation Notes
We have been looking at the access pattern of a single group of threads in isolation. But lets say we have a block of threads and instead of 0, 



PADDING 

stride = 17 

banks 

ro
w

s 

𝑡𝑡3−0 𝑡𝑡7−4 

𝑡𝑡3−0 + 

extra row 

Presenter
Presentation Notes
Here is the padded solution we saw before, with the extra row. What else can we do to get rid of that extra row



ALTERNATIVES 

tlo*16 + (thi+tlo)%16 

banks 

ro
w

s 

𝑡𝑡3−0 𝑡𝑡7−4 

𝑡𝑡3−0 +16 

Presenter
Presentation Notes
add modulo 16



ALTERNATIVES 
banks 

ro
w

s 

𝑡𝑡3−0 𝑡𝑡7−4 

𝑡𝑡3−0 ⊕ 



ALTERNATIVES 
banks 

ro
w

s 

𝑡𝑡3−0 0 

𝑡𝑡3−0 ⊕ 

Presenter
Presentation Notes
Works with smaller stride



ALTERNATIVES 
banks 

ro
w

s 

𝑡𝑡3−2 0 

𝑡𝑡3−2 ⊕ 

16 

𝑡𝑡1−0 

Presenter
Presentation Notes
You can also combine just the missing bits



PERMUTATIONS 

Write + Read 

W: 

R: 

𝑛𝑛4 𝑛𝑛1 𝑛𝑛2 𝑛𝑛3 

𝑛𝑛4 𝑛𝑛1 𝑛𝑛2 𝑛𝑛3 

Presenter
Presentation Notes
Write: scatter these to shared memory and then gather from shared memory I can forget the multi dimensional specifics. All I care about is where the low order thread bits get assigned.



PERMUTATIONS 

Write + Read 
 Do same operation on both 

addresses 
 One recipe: 

 

W: 

R: 

Presenter
Presentation Notes
And now we have a little puzzle. We need to get the bottom four bits to depend on these thread bitsHere is one recipe that will always work



PERMUTATIONS 

Write + Read 
 Do same operation on both 

addresses 
 One recipe: 

— Swap out empty bit pairs in 𝑘𝑘 

W: 

R: 

swap 

swap 

Presenter
Presentation Notes
H



PERMUTATIONS 

Write + Read 
 Do same operation on both 

addresses 
 One recipe: 

— Swap out empty bit pairs in 𝑘𝑘 
— Find mates for single bit pairs 

W: 

R: 

⊕ 

⊕ 



PERMUTATIONS 

Write + Read 
 Do same operation on both 

addresses 
 One recipe: 

— Swap out empty bit pairs in 𝑘𝑘 
— Find mates for single bit pairs 

 Trick: Do this as efficiently as 
possible 

W: 

R: 



SHARED MEMORY PARAMETERS 

𝑟𝑟 𝑘𝑘 

𝑟𝑟: row 
𝑘𝑘: bank 
𝑎𝑎: alignment 

𝑎𝑎 

𝑅𝑅 𝐾𝐾 𝐴𝐴 

Compute  𝑲𝑲 𝑨𝑨 
1.x 16 4 
2.x 32 4 
3.x 32 4 or 8 
5.0 32 4 

Presenter
Presentation Notes
Now let’s look at shared memory in a little more detail. Here is the full address, which includes alignment bits at the endRecent GPUs have 32 banks and 4 byte word size.3.x family has a configurable banksize – talk about this in a second



ACCESS SIZE AND ALIGNMENT 

1-byte 

0 
0 

0 

2-byte 

4-byte 

8-byte 

0 

16-byte 

Presenter
Presentation Notes
GPU can issue 5 different sized loads.For multiple byte loads the address has to be properly aligned, which means the bottom bits need to be 0



multi-word 
access 

sub-word 
access 

𝐾𝐾 = 32 4 

ACCESS SIZE AND ALIGNMENT 

1-byte 

2-byte 

4-byte 

8-byte 

16-byte 

Presenter
Presentation Notes
Here are the bank index bits for 32 bank shared memoryWe already now how to handle accesses that match the word size of the shared memory banksFor sub-word accesses, multiple threads can read the same word, and then peel off the parts they are interested in.So you have little more freedom here. Here you have to get the appropriate thread bits into the bottom 7 bits for 1-byte or 6 for 2-byteWrites are a problem though because with multiple threads collide and only one of them will write.Multi-words. Here the hardware has to issue multiple accesses. Done naively these would cause bankconflicts. 



MULTI-WORD ACCESS 

8-byte 

16-byte 

⊕ 0 

𝑖𝑖 

⊕ 1 

⊕ 00 

𝑖𝑖 

⊕ 01 
⊕ 10 
⊕ 11 

Presenter
Presentation Notes
Conceptually you can think of this a having a loop counter at the bottom of the index. The hardware could do our standard trick of combining the missing bits for each value of the counterThe 16-byte access can sometimes have a bank conflict, so this isn’t exactly how it is implemented



COMPUTE 3.X 

 8-byte banks operate similar to 4-byte banks 
 4-byte bank mode stripes data across 8-byte words 

 
 𝑟𝑟 𝑘𝑘 𝑎𝑎 h 𝑟𝑟 𝑘𝑘 𝑎𝑎 h 

8 

Address Shared memory 



GLOBAL MEMORY - ALIGNED 

1-byte 

2-byte 

4-byte 

8-byte 

16-byte 

128  

1 segment 
1 segment 

1 segment 

2 segments 

4 segments 

Presenter
Presentation Notes
For cached global memory accesses, the segment size is 128 bytes. We need get the thread bits into the bottom seven bits of the address8- & 16-byte accesses will result in multiple segment requests



GLOBAL MEMORY - UNALIGNED 

1-byte 

2-byte 

4-byte 

8-byte 

16-byte 

1-2 segments 
1-2 segments 

1-2 segments 

2-3 segments 

4-5 segments 

128  

+𝑐𝑐 
+𝑐𝑐 

+𝑐𝑐 
+𝑐𝑐 

+𝑐𝑐 

Presenter
Presentation Notes
If those thread bits are added to some non-zero constant, then depending on the values of these other bits it is possible to have a carry propagate over this boundary leading to an extra segment load. 



MULTI-DIMENSIONAL TRANSFORM 

 Perform computation on higher dimension (e.g. FFT) 
 

𝑛𝑛5 𝑛𝑛3 𝑛𝑛2 𝑛𝑛1 𝑛𝑛4 

𝑡𝑡𝑥𝑥 𝑏𝑏𝑥𝑥 𝑏𝑏𝑦𝑦 𝑡𝑡𝑦𝑦 

Presenter
Presentation Notes
Work on multiple “columns” at a time to get coalescing



𝑃𝑃 

PARTITION CAMPING 

 GTX280 has 8 DRAM partitions 
— 2D transpose with 𝑋𝑋 > 2048 ⇒ blocks written to same partition 

R: 𝑏𝑏𝑦𝑦 𝑡𝑡𝑦𝑦 𝑏𝑏𝑥𝑥 𝑡𝑡𝑥𝑥 
W: 𝑏𝑏𝑥𝑥 𝑡𝑡𝑦𝑦 𝑏𝑏𝑦𝑦 𝑡𝑡𝑥𝑥 

256 
0 
0 

Presenter
Presentation Notes
Not needed anymore because newer GPUs mix in upper bits automatically



PARTITION CAMPING 

 GTX280 has 8 DRAM partitions 
— 2D transpose with 𝑋𝑋 > 2048 ⇒ blocks written to same partition 

 
 
 
 
 
 
 

 See “Optimizing Matrix Transpose in CUDA” [Reutsch and 
Micikevicius 2009] 

R: 𝑡𝑡𝑦𝑦 𝑡𝑡𝑥𝑥 
W: 𝑡𝑡𝑦𝑦 𝑡𝑡𝑥𝑥 

0 
0 

+𝐵𝐵𝑥𝑥 

𝑏𝑏𝑦𝑦 
𝑏𝑏𝑥𝑥 

𝑏𝑏𝑥𝑥 
𝑏𝑏𝑦𝑦 

𝑃𝑃 256 



SUMMARY 

 Get lower order thread bits in the right place* 
 
 
 
 
 
 

*DISCLAIMER: Applies mostly to power-of-two dimensions. Index-
digit notation can be applied to non-power-of-two sizes. Void 
where prohibited. 
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