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Abstract 
●Speech recognition is a multi-criteria optimization problem that allows 
sequential refinement of a pool of reasonably plausible hypotheses by 
pruning according to several optimality criteria originating from 
independent knowledge sources. 
●Instead of finding a single optimal solution, every pruning step is aimed 
at discarding hopelessly inadmissible hypotheses w.r.t. a given knowledge 
source. 
Advantages: 
•Absence of a fixed static mixing heuristics for optimality criteria, which is 
important in robust conversational systems that adaptively select 
different elements of the Pareto frontier; 
•Less sparse search graphs, which is especially important in large-
vocabulary speech recognition; 
•Better predictability of execution path and less overhead in computation 
scheduling. 
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Outline 

●Speech recognition overview 

●GPU application to speech recognition 

●Demo of the baseline word system 

●Decoding – is the most critical part of ASR 

●Multiple optimality criteria during recognition 

●Lattices to store ASR hypotheses 

●Confusion networks – sequences of local alternatives 
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Introduction 
Speech Communication Process 

Speech Interaction is a 
layered phenomenon 

 

Speakers exchange 

well-formed messages from 

many points of view, e.g.: 

–prosody 

–lexical choice 

–syntax 

–pragmatics 

 



5 

Introduction 
Automated Speech Recognition (ASR) 

Stages in Speech recognition 

•Feature extraction 

•Evaluation of input in light of 
existing knowledge sources. 
Traditional split: 

–Acoustic Model (responsible for 
pronunciation rules) 

–Language Model (morphology, 
syntax, semantics, pragmatics all 
mixed together) 

•Hypothesis Synthesis (most of the 
time via Viterbi decoding) 
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History of GPUs in ASR 

●GPUs have a different architecture 
deeply pipelined, SIMD processing; 
essentially multi-threaded concurrent execution; 

●low tolerance to conditional divergence of threads. 

●Different algorithms are sped up to different 
extent (re CPU) 

●Feature Extraction (~x100): matrix multiplication 
complex math (log, exp, etc.) on vector data; 

●Acoustic Modeling (~x60): log & exp over lists of data, 
proper algorithm layout allow good loading; 

●Hypothesis Synthesis (~x2-10): simple math (max) 
over essentially sparse data arrays. 

● EXISTING SYSTEMS: UCB, CMU 
DRAM 
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Our System is Completely 
GPU Based (reasons) 

Keep recognition state information local 

–higher scalability; 

Avoid intensive data transfers across PCIe 

–increased energy efficiency; 

–one potential bottleneck less; 

Be less dependent on the host environment (both 
HW & SW) 

–better portability; 
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Word-Based 
Baseline System 

  - WSJ standard Nov'93 evaluation set; 

 

  - It is work in progress,- we're looking into ways 
to employ larger and more precise models; 

 

  - There are definitely ways to optimize speed, but 
we're looking for “fundamental” possibilities. 
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DEMO 

Video playback 
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Decoding is the Most Tricky 
Part of ASR (with GPUs) 

Graph Traversal with GPUs 
–Parallel Relaxation – bad with nodes, strongly connected on output 
+ possibility of write collisions 

–Parallel Recombination – bad with nodes, strongly connected on 
input + inefficient for pruned graphs 

–Parallel Arc Traversal – possibility of write collisions + inefficient for 
pruned graphs 

A.Pruning 
–Elimination of the “locally hopeless alternatives” 

–Useful technique to control search beam size 

–Costly operation in GPUs – Sophisticated pruning may take up to 
30% of total computation time 
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Timing of a Typical ASR 
Process 

*** PHONETIC *** 

28.40%  AM (part 1) 

 26.93%  Graph Traversal (part 1) 

 26.79%  Pruning (part 1)                  

  5.86%  Pruning (part 2)               

  2.55%  Pruning (part 3) 

  2.45%  Graph Traversal (part 2) 

  2.27%  Graph Traversal (part 3)    

  1.13%    AM (part 2)                    

  0.76%    Backtracking (part 1) 

  ~2.5%  FE (collectively) 

Unpruned version is FASTER! 

60/40 with AM (TIMIT eval) 

*** LEXICAL+GRAMMAR *** 

12.61%  AM (part 1) 

 23.44%  Graph Traversal (part 1) 

 25.65%  Pruning (part 1)                  

  7.19%  Pruning (part 2)               

  3.31%  Pruning (part 3) 

  16.24%  Graph Traversal (part 
2) 

  4.29%  Graph Traversal (part 3)    

  0.45%    AM (part 2)                    

  0.30%    Backtracking (part 1) 

  >1%  FE (collectively) 

Unpruned version is IMPOSSIBLE! 

Backtracking data is 
overwhelming 



12 

Deeper Look into 
Decoding - WFSTs 

Traditional way of doing WFST-based ASR: Fuse all 
knowledge sources into a global network of 
alternatives 

AM is evaluated on the acoustic evidence 

LM is completely fused into the search graph 

Search for the single best solution 

PROBLEM: The resulting network is too sparse to be 
handled efficiently by computing devices 

Even more true for GPUs than CPUs ! 
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WFST Operations 

Composition (⚪) – elimination of the intermediate 

alphabet of two successively applied WFSTs 
 

Traversing has the least computation cost if the following 
ops. are applied to the search graph: 

Determinization – each distinct sequence of tokens, 
resulting from traversing a graph, has a unique path 
associated with it; 

Minimization – ensuring that graph does not contain 
equivalent states; 

Epsilon removal – removing transitions, associated with 
empty observation symbol. 
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HCLG Flat Graph 
Compilation Path 

min(det(H⚪min(det(C⚪min(det(L⚪G))))) 
 

EXAMPLE – WSJ 20K standard tri-gram LM   Arcs   Nodes 

G - “grammar” - N-gram Language Model    10.1M  3.5M 

L - “lexicon” - pronunciation rules;  

C – contextual phone loop; 

H – phone-internal topology; 

min(det(L⚪G))         16.0M  6.2M 

 

min(det(H⚪min(det(C⚪min(det(L⚪G)))))    99.8M  34.8M 

 

min(det(H⚪C))         21K   134K 
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Absolute Timings 

Audio > Lex+Gram   11      3.5 
(optimal beam)   
 
Audio > Phonemes   19      ~ 1   
(excessive beam) 
 
Audio > Phonemes   25      2.2 
(optimal beam) 
 
Audio > Phonemes   29      ~ 1 
(unpruned) 

Task   Nvidia GeForce GTX TITAN  Intel(R) Core(TM) i7-4930K 
     6144 MB @876 Mhz    @ 3.40GHz 
      1/xRT      1/xRT 
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Speech Recognition as 
Multi-Criteria Optimization 

Splitting complex tasks into a sequence of simpler ones 
is beneficial in performance; 

Besides: 

Each of the knowledge sources Traditional (Acoustic, 
Language) & Innovative (Intonation, Syntactic, 
Semantic, Pragmatic models) has its own optimality 
measure; 

But their relative importance is changing over time; 

The task of a decoder: to find a single solution which 
is reasonably plausible from all points of view taking into 
account variation in their relative importance. 



17 

How to Pass the Results 
Between Different Experts? 

Lattices – a Compact Way to Store 
Alternatives 

Report multiple good  instead of the 
only best 

Merge shared portions 

Assemble a directed acyclic graph 
(DAG)=hypothesis lattice 

Oracle scoring – verification if the 
correct answer is in the lattice 

–Always better then the one-best 
accuracy 

–There is still a possibility to recover 
errors 
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Lattice Operations 

Lattices - a method to communicate hypothesis set 
between application of optimality criteria; 

Re-scoring: Traverse a lattice modifying costs of 
individual arcs according the current model; 

Pruning: Traverse a lattice removing states, that can 
not be reached at a cost lower then a chosen delta 
from the concurrent best; 

Searching for the best path: Finding the least costly 
sequence of tokens in the graph. 
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Lattice Construction 

   Assemble all paths that are “almost on the trellis” 

    A special form of e-removal 

–traverse trellis backwards; 

–reconnect significant transitions, that have lost 
competition; 

 

Worst case timing for phonetic recognition (full trellis): +20% 
time 

Experimentally observed in existing implementation; 

Pruned trellis are expected give better results. 
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What lies ahead: 
Confusion Network 

Arrange words (or short phrases) as pure 
alternatives in transcription 

Probabilities of alternatives can be re-normalized 

to sum to one 

Interpreted as posterior probabilities of words, 
given acoustic evidence 

Optimal decision making is possible 
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Conclusions 

Lattice construction can be done efficiently in 
GPUs; 

 

This fact opens up a path for efficient 
implementation of the very complex & (thus) 
accurate speech recognition /interpretation 
systems within the GPU environment; 

 

 I.e. doing it in the FAST & ACCURATE manner. 
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Q & A 

Thank you for your attention. 

 

 


