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(define (mandelbrot size)
  (kernel ((i (iota size)))
    (kernel ((j (iota size)))
      (let ((c (complex
                (- (/ (int->float j)
                      (/ (int->float size) 2))
                   1.5)
                (- (/ (int->float i)
                      (/ (int->float size) 2))
                   1.0)))
            (x (complex 0 0))
            (idx 0)
            (escape 0))
        (while (< idx 256)
          (set! x (complex-add (complex-mul x x)
                               c))
          (if (< (complex-mag2 x) 4.0)
              (set! escape idx))
          (set! idx (+ idx 1)))
        (make-color escape)))))

Mandelbrot Set

(define (nbody bodies)
  (kernel ((i bodies))
    (reduce point-add
      (kernel ((j bodies))
        (let* ((diff (point-diff i j))
               (d (point-mag diff)))
          (if (< 0 d)
              (point-div diff (* (* d d) d))
              (point3 0 0 0)))))))

N-Body Simulation
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Try it yourself!

https://github.com/eholk/harlan

GPU programming is hard.
Although GPUs have enabled huge performance increases for certain problems, 
their use is largely limited to experts willing to tackle the intricacies of adapting an 
algorithm for the GPU architecture. One particular challenge is that the programmer 
must manage the transfer of data between the host and device memories. This 
additional burden leads to programmers choosing only simple data structures, such as 
rectangular arrays.

Programmers face the additional burden of tuning for their particular hardware. 
They must chose the optimal number of threads and threads per block, and these 
values vary wildly between hardware versions. Effectively using the GPU requires the 
programmer to be in expert in the application domain as well as in GPU tuning.

GPUs are distributed systems.
One underlying cause of these 
difficulties is that GPUs access a 
disjoint memory from the CPU 
memory. Pointers to GPU memory 
are not meaningful to CPU code 
and pointers to CPU memory 
are not meaningful in GPU code. 
Programmers must exercise care 
to only access pointers in the 
correct context.

The diagram to the right shows 
a simplified view of a the 
architecture of a CPU/GPU 
system.

Region-based memory 
management
Harlan uses region-based memory management to enable it to seamlessly manage 
data transfer even for complex pointer-based data structures. This works by grouping 
related data objects in memory so that they are laid out in a single contiguous region 
of memory.

Regions serve as the unit of data transfer. Harlan moves regions in their entirety to the 
GPU memory when they are needed. The use of regions ensures that objects retain the 
same relative positions in memory, allowing code to access the data in the same way 
regardless of whether it resides in the CPU or GPU memory.

The region system is transparent to the programmer. The Harlan compiler 
automatically infers a legal assignment of data to regions and insert data transfer 
operations as necessary. This allows the programmer to focus on their application 
rather than the details of making their application run on the GPU.

Harlan makes it easy.
Harlan provides a rich set of high level features, allowing the programmer to be more productive by 
focusing on their application rather than the low-level architectural details.

Data Parallelism
Parallelism in Harlan is accomplished through two primary operators: kernel and reduce. Kernels 
operate over one or more vectors in parallel, producing a vector as output. Data transfer automatically 
scheduled by the Harlan runtime system so the correct data is in the right place at the right time. 
Kernels can be nested to arbitrary depth and the Harlan compiler transforms these into a form that can 
run on the available hardware.

Performance
Harlan’s performance is competive with other GPU programming languages. The graphs below show the performance of four 
different benchmarks. It is important to note that Harlan’s high level features do not impose an unacceptable performance 
burden on more traditional GPU problems.

Examples
Harlan’s high level features make it applicable to a variety of problems. Here 
are two example programs, one for computing the Mandelbrot Set, and the 
other for performing an N-Body simulation.

(kernel ((x xs)
         (y ys))
  (+ x s))

kernel is like parallel map.
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(reduce max xs) 1 3 4 2 8 7 6 4
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reduce combines many values into one.

Advanced Data Structures

First Class Procedures
Harlan supports function programming with support for first class procedures. The lambda form is 
used to create functions at run time which may be used on both the CPU and the GPU.

Syntactic Extension
Harlan’s S-Expression syntax lends itself to a powerful Scheme-like macro system. This allows 
programmers to define new syntactic forms suited to their particular problems. The example below 
shows how to define a new kernel* form that performs the cross product of its arguments.

Hardware Independence
Harlan compiles to OpenCL, enabling it to target a wide variety of parallel hardware.

(vector
  (vector 1 2 3 4 5 6)
  (vector 3 2 1)
  (vector 4 8 6 2 4)
  (vector 9 4 3 7))

(define-datatype Tree
  (Leaf)
  (Node Tree Tree))

(let* ((a (Leaf))
       (b (Leaf))
       (c (Node a b))
       (d (Leaf))
       (e (Node a c))
       (f (Node c d))
       (g (Node e f)))
  g)
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Regions provide a way of grouping related objects together. Harlan transfers these 
as a unit between the CPU and GPU memory, allowing both CPU and GPU code to 
manipuate the data in the same way. The figure above shows several ways objects 
can be assigned to regions.

Harlarn supports a variety of data 
structures that are familiar to functional 
programmers. Vectors, for example, can 
be arbitrarily nested and the inner vectors 
may all be of different lengths.

Additionally, Harlan supports tagged union 
types, or algebraic data types (ADTs). 
These allow Harlan programs to natively 
work with trees and directed acyclic graphs 
(DAGs). Transfering these structures 
between the CPU and GPU memory is 
handled seamlessly by Harlan’s region-
based memory system.

The images to the write illustrate two data 
structures as well as the Harlan code to 
create a structure of the same shape.

(define-macro kernel* ()
  ((_ ((x e)) b)
   (kernel ((x e)) b))
  ((_ ((x e) (x* e*) ...) b)
   (kernel ((x e))
     (kernel* ((x* e*) ...) b))))

(kernel* ((i (iota 1000))
          (j (iota 1000)))
  (* i j))

(let* ((adders (kernel ((i (iota 9)))
                 (lambda (x) (+ i x))))
       (numbers (kernel ((p adders) (i (iota 9)))
                  (p i))))
  (println numbers))

An example using lambda. This expression evaluates to the vector [0 2 4 6 8 10 12 14 16].
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