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Cosmology with correlation functions
 Cosmology uses correlation functions to measure the large-scale structure of matter in the 
Universe, comparing counts of pairs, triplets (or larger groups) of galaxies with a random 
distribution. Excess correlation indicates clustering of matter on a particular distance scale. 

The number of histogram bins used is limited by the amount of 
shared memory on the device, but it is clear that using more bins 
reduces compute time significantly due to reduced serialised memory 
access. Using atomicAdd  on global memory allows finer histogram 
binning and so avoids serialised thread execution, but is slower by 
50% in the best case.  

CPU vs GPU performance 

The 3ptCF encodes information from the inflationary 
period, early in the history of the Universe, that 

cannot be accessed by the 2pCF. 

GPU implementation

2ptCF       3ptCF

We use an estimator for the 3ptCF, where D represents a data 
point, R a random point (Szapudi & Szalay, 1998):

Abstract: Information about the period immediately after the Big Bang is lost in most metrics used to study the large-scale structure of the Universe. However, the 
cosmological three-point correlation function (3ptCF) applied to galaxy positions can provide information about this early time. The 3ptCF scales with the cube of the number 
of galaxies. Approximation functions can speed this, but can introduce systematic errors that will be unacceptable in the coming era of large astronomical datasets. Previous 
work (Bard et al., 2013) has established that the full calculation of the 2-point correlation function on the GPU reduces computation time by up to a factor of 140 compared 
to the CPU. In this work we consider the implementation of the full 3ptCF on the GPU, which presents very different challenges both cosmologically and computationally.   

Conclusion
3D histogramming on the GPU represents a new challenge in 
computational cosmology. Our optimisation has produced a 36x 
speedup compared to the CPU, similar to a KD-tree approximation 
but retaining full accuracy. More may be possible with further work to 
improve memory access patterns. We see a significant improvement 
in performance with the latest generation of GPUs, and anticipate 
that the full calculation will be feasible even with the advent of 
astronomical datasets of billions of galaxies. 

 M2070  K40c
# cores 448 2880

Shared Memory 48K 48K

Global Memory 5GB 12GB

Clock Speed 
(GPU / memory)

1.15 GHz / 
1566 MHz

0.88 GHz / 
3004 Mhz

Comparison of performance 
of  M2070 and K40c GPUs, 
for DDD calculation over 10k 
galaxies.

We compare the full calculation of 
the 3ptCF on the CPU and on the 
GPU to the approximation using a 
KD-tree algorithm (Jarvis et al., 
2004), with a 223 bin histogram.  
The GPU is only slightly slower 
than the KD-tree, but preserves 
full accuracy. 

# galaxies KD-Tree CPU full K40c 
full

1k 15 s 27 s 4 s

10k 570 s 25776 s 624 s

50k 48089 s 3.2 Gs 
(extrapolated)

55296 s

Theoretical models (color) that match the 2ptCF 
can be ruled out by measurements (black) of 

the 3ptCF (from Kulkarni et al, 2008).   

The distances between each of the three legs of the triplet must be calculated, since the 3ptCF 
can be plotted as a function of the longest or shortest leg, or other metric. The dataset is split 
into submatrices. Each submatrix is transferred to the GPU, and one thread in a kernel 
calculates the lengths of the three legs for all triplets of one galaxy. A 3D histogram is 
incremented in shared memory using atomicAdd. The histograms produced by each kernel 
are transferred off the GPU and summed on the CPU into the final histogram. The total 
number of calculations required for a dataset of N galaxies is roughly N3, assuming the same 
number of data and random points.  

Performance is optimised by:
● Using a submatrix size that utilises the maximum           
   possible number of threads 
● Investigating atomicAdd on shared and global memory 
● Binning histogram as finely as possible to avoid 
serialisation (dependent on available memory)
● Streaming data transfer and kernel execution (less 
importance since data transfer is not a limiting factor)

Example 3D histogram. Size and colour of 
sphere represents the occupancy of that voxel. 

Fermi vs Kepler performance
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CPU: dual quad-core 2.93GHz Intel Xeon X5570

Image credit: wikipedia
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