
Path Compression Based Construction of Acceleration Structures for Real-Time Ray Tracing: A Case Study on Kd-Tree 

The latest years have seen renewed interests in real-time ray tracing due to its potential to deliver both more photo-realistic visual effects and a better level of energy efficiency. Now the construction process of acceleration structures has become the bottleneck of real-time interactive ray tracing applications. Between the two 
most commonly used spatial data structures, kd-tree and BVH, the former used to be considered as more efficient to traverse but more costly to build. A few recent works, however, suggest that BVH can be superior in both construction and traversal. In this work, we propose a novel construction algorithm for ray tracing 

acceleration structure. The algorithm starts from Morton curve based ordering of primitives and utilizes the characteristics of Morton code to derive split planes. Then a path compression procedure is devised to derive the final tree structure and at the same time minimize the number of unnecessary internal nodes. The 
proposed algorithm is fully parallel and drastically shortens the construction time. Without the need to use SAH, the construction algorithm still enables highly efficient ray traversals. When applied to kd-tree, our techniques push the performance to a new level: it is now feasible to construct the kd-tree of a 1M-primitive 

scene in 8.0 ms. Experimental results prove that the proposed kd-tree construction algorithm outperforms previous results by one order of magnitude. The construction method can also be used for BVH and preliminary results already prove its competitive construction speed. 
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Fully Parallel Kd-Tree Construction 

The basic idea is illustrated in Figure 1 using a 2-D example consisting of a group of triangular 
primitives with the final spatial partition exhibited in Figure 1(d). Previous construction algorithms 
sequentially determine the split line(s) at each level. A key idea of this work is that we start with a 
regular partition of the space as depicted in Figure 1(b). The regular partition is naturally associated 
with a perfectly balanced, complete binary tree. Groups of primitives are attached to the tree as leaf 
nodes.  

The proposed construction algorithm utilizes inherent characteristics of Morton code to identify split 
lines (or planes in a 3-D space) and then launches a path compression process to generate a tree 
hierarchy. As exemplified in Figure 1(c), our algorithm concurrently determines the positions of all 
split lines. With appropriate algorithmic processing, it is viable to get the plane splitting solution as 
shown in Figure 1(d). Such an approach allows all split lines (planes) to be simultaneously processed 
and extract the maximum parallelism. 

Deriving Split Planes by Morton code 
Primitives in a scene naturally fall into the nodes of the 3-D grid. Hence, each primitive will have its 
Morton code equal to the corresponding nodes. A closer look at the Morton code reveals two essential 
characteristics for our kd-tree construction algorithm to organize the primitives in tree structure. 
Figure 2 illustrates an exemplar Z-order curve and the corresponding Morton codes for each unit 
square in a 2-D plane. 

Figure 1: Illustration of concurrently determining the split lines in a 2-D plane 

Observation 1: Morton code offers a natural way to discover potential split planes according to the 
positions of primitives. Given two adjacent primitives or sub-spaces, the leftmost bit in the Morton 
codes has a different value is designated as the significant bit because it actually suggests a split 
plane. The axis corresponding to the significant bit is the direction for splitting. A 2-D example is 
illustrated in Figure 3.  
Observation 2: When hierarchically splitting a space along the X, Y, and Z directions, Morton code 
naturally encodes the parent and child relationship among resultant sub-spaces. Suppose the Morton 
code of a sub-space has the rightmost “1” appearing on the i-th position. The parent sub-space will 
have the i-th and (i+1)-th bits as “10” in its Morton code. In addition, the corresponding two bits of 
the left and right child sub-spaces will be “01” and “11”, respectively. Due to the limit of space, we 
skip the formal proof for the above relation. Figure 4 illustrates the observation. 

Figure 2: Example Morton code and the corresponding Z-order curve. Green and brown bits indicate 
X and Y axes, respectively 

Path Compression Method 

Figure 3: Example for computing split planes 

Figure 4: A fully balanced and complete tree corresponding to the Z-order curve in Figure 2. Nodes 
with a solid circle are essential, while the rest nodes redundant. Note that the tree is conceptual and 

does not be really constructed. 

Figure 5: Example of a path compressed kd-tree and the corresponding space partition 

With Morton codes, we can determine the split planes, i.e. the nodes, of the target kd-tree. Then the 
nodes are organized into a tree hierarchy by a so-called path compression procedure. With the Z-
order curve, a balanced and complete tree can be conceptually created for the underlying 3-D grid. 
We only maintain the concept of the above balanced tree but never really build it. Figure 4 shows 
such a tree corresponding to the Z-order curve in Figure 2. The primitives in a finest sub-space can 
be naturally grouped into a trunk. The trunks are attached to the target kd-tree as the leaf nodes. 
Since every unique Morton code has a corresponding node in the balanced tree, many nodes are 
actually redundant when primitives in a scene are irregularly distributed. For instance, nodes 
“000001” and “000011” as well as their ancestor nodes in Figure 4 do not correspond to any 
primitives. In fact, only those nodes experiencing a transition of the significant bit in the Morton 
codes when moving up to their parent nodes are essential. In Figure 4, essential nodes are marked 
with a solid circle, while redundant nodes are represented with a dotted circle. The above 
observation suggests that we can perform a path compression process by upward tracing every path 
starting from leaf nodes and remove redundant nodes accordingly. The conceptual complete binary 
tree can then be converted into a kd-tree.  

Figure 4 shows the path compressed tree generated from the balanced tree in Figure 2. The red lines 
indicate the compressed path among essential nodes. The parent and child relation among nodes are 
determined by the underlying Morton codes as explained in sub-section 2.1.1. The method 
concurrently processes essential nodes at all levels and enables maximized parallelism. The resultant 
tree is drawn in Figure 5(a). A kd-tree exemplified in Figure 5(b) is generated by manipulating the 
Morton codes to derive cut directions. A special feature of our kd-tree is that the split directions do 
not alternate in the fixed order of X, Y, and Z as in classical kd-trees. Instead, at each level the split 
axis adapts to the distribution of primitives in the corresponding space. The space partition of the path 
compressed kd-tree is depicted in Figure 5(c). 

Result and Analysis 

We compared our results with a few representative kd-tree construction algorithms proposed by Zhou 
et al. [2008], Hou et al. [2011] and Wu et al. [2011]. To the best of the authors’ knowledge, Wu et al. 
[2011] reported the best overall results for ray tracing. All scenes were tested under a resolution of 
1024×1024 with only primary rays. The comparison of construction time is reported in Table I in 
which Tconstruction is the kd-tree construction time and Ttraverse is the traversal time. Our results with a 
performance advantage are shown in boldface.   
As demonstrated in Table I, the proposed kd-tree construction algorithm significantly outperform 
previous results due to the fully parallel construction process. On the three scenes that were also used 
by Wu et al. [2011], our construction time is 6 to 30 times shorter. For the first time, the kd-tree of 
the 1M-primitive Happy Buddha scene can be finished in less than 8 ms.  Without using SAH, our 
algorithm still offers good quality. The relatively simple traversal procedure used in our evaluation 
already delivers superior performance on the kd-tree built by the proposed algorithm.  
An interesting problem is whether kd-tree can deliver a similar or even higher level of performance 
when compared with cutting edge BVH algorithms. Since the fastest BVH construction algorithms 
may not enable the most efficient traversal, we separately evaluate the construction and traversal 
performance against representative BVH works in Tables II and III. 
Table II lists the comparison results on Fermi architecture. This clearly shows that our methods have 
pushed the kd-tree construction performance to a similar or even higher level of BVH. In addition, 
the resultant traversal performance with a relatively simple algorithm is comparable with the highly 
optimized BVH traversal engine proposed by Aila and Laine [2009]. Table III compares BVH 
construction times summarized by Karras and Aila [2013] on Kepler architecture. Again, our 
algorithm delivers excellent construction speed and allows comparable traversal performance with 
leading BVH traversal algorithms.  

Our ray tracer was tested on a NVIDIA GTX 580 graphics card (Fermi architecture) and a GTX 
780TI (Kepler architecture) since the two architectures exhibit different execution characteristics. 
We use 6 commonly used scenes. We translated the computation times by a performance divisor, 
which is derived by measuring the performance gap between GTX 280 with GTX 580 on three 
SmallLuxGPU benchmarks. These benchmarks have their computing patterns and workloads similar 
to tree construction and traversal. The results conversion ratio of ray traversal was also confirmed by 
benchmarking the architecture independent while-while kernel [Aila, 2009] with similar workloads. 
Finally, the performance divisor for tree construction was also validated by comparing relevant 
parallel primitives on GPUs with different architectures.  
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Table II. Comparison with BVH construction on Fermi architecture for primary rays only. 

Scene 
Tconstruction (ms) Ttraverse (ms) 

[Lauterbach et 
al. 2009] * 

[Pantaleoni and 
Luebke, 2010]* 

[Garanzha 
et al. 2011] 

Ours 
(kd-tree) 

[Lauterbach et 
al. 2009] 

[Aila and 
Laine 2009]* 

Ours 
(kd-tree) 

Bunny -   4.3 - 2.6 8.0 
Fairy 56.3 42.2 4.0 5.6 39.1 2.4 4.1 

Conference 47.7  5.2 5.9 19.8 3.4 8.6 
Sibenik 13.6   4.7 21.2 2.7 6.2 
Dragon 44.5 35.0 6.8 8.7 59.8 5.1 17.8 

Happy Buddha    9.3 -- 8.5 21.4 
*: With Full SAH split. 

Table III. Comparison with BVH construction on Kepler Architecture for primary rays only. 

Scene 

Tconstruction (ms) Ttraverse (ms) 
[Aila et al. 
2009] GPU 

Builder + 

[Lauterba
ch et al. 
2009]* 

 [Pantaleoni 
and Luebke, 

2010]* 

[Garanzha 
et al. 2011]* 

[Karras & 
AIla 2013]* 

Ours 
(kd-tree) 

# 

[Aila et 
al. 2012] # 

Ours 
(kd-tree) 

# 
Bunny - - - - - 3.1 1.7 5.0 
Fairy 478 2 6 7 7 3.8 1.5 2.6 

Conference 848 2 6 7 9 6.5 1.8 8.7 
Sibenik 184 1 5 6 4 3.6 2.1 4.3 
Dragon 3 s 3 6 8 10 6.0 3.8 10.8 

Happy Buddha 3 s 8 9 11 29 8.0 5.8 11.7 
+: Sweep SAH BVH on NVIDIA GTX Titan 
#: Traverse on NVIDIA GTX 780TI 
*: Taken from performance data listed in the full results of Karras and Aila [2013] collected on NVIDIA GTX Titan 

Table I. kd-tree performance on Fermi architecture 

Scene 
Tconstruction (ms) Ttraverse (ms) 

[Zhou et al. 
2008] 

[Wu et al. 
2011] 

[Hou et al. 
2011]  Ours [Wu et al. 

2011] 
[Zhou et al. 

2008] 
[Hou et al. 

2011] Ours 

Bunny - 26.8 - 4.3 16.3 - - 8.0 
Fairy - - 26.3 5.6 - 35.4 57.2 4.1 

Conference 42.2 - - 5.9 - - - 8.6 
Sibenik - - - 4.7 - - - 6.2 
Dragon - 232.2 77.2 8.7 21.5 - 9.0 17.8 

Happy Buddha - 293.3 - 9.3 23.2 - - 21.4 
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