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Once upon a time… 



Past Massively Parallel Supercomputers 

Thinking Machine 

MasPar 

Cray 2 

Goodyear MPP 



1.31 TFLOPS on 

DGEMM 





The Graphics Pipeline 
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The Graphics Pipeline 

• Key abstraction of real-time graphics 

 

• Hardware used to look like this 

 

• One chip/board per stage 

 

• Fixed data flow through pipeline 
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The Graphics Pipeline 

• Remains a useful abstraction 

 

• Hardware used to look like this 
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The Graphics Pipeline 

 

 

• Hardware used to look like this: 

 

– Vertex, pixel processing became 

programmable 

 

 

 

Vertex 

Rasterize 

Pixel 

Test & Blend 

Framebuffer 

pixel_out  

main(uniform sampler2D texture : TEXUNIT 0, pixel_in  

{  

  pixel_out OUT;  

  float d= clamp(1.0 – pow(dot(IN.lightdist, IN.light 

  float3 color = tex2D(texture, IN.texcoord).rgb; 

  OUT.color = color * (d + 0.4); 

  return OUT; 

} 



The Graphics Pipeline 

Vertex 

Rasterize 

Pixel 

Test & Blend 

Framebuffer 

Geometry 

Tessellation 

pixel_out  

main(uniform sampler2D texture : TEXUNIT 0, pixel_in  

{  

  pixel_out OUT;  

  float d= clamp(1.0 – pow(dot(IN.lightdist, IN.light 

  float3 color = tex2D(texture, IN.texcoord).rgb; 

  OUT.color = color * (d + 0.4); 

  return OUT; 

} 

 

 

• Hardware used to look like this: 

 

– Vertex, pixel processing became 

programmable 

– New stages added 

 GPU architecture increasingly 

centers around shader execution 

 

 

 

 



Modern GPUs: Unified Design 

Shader D

Shader A

Shader B

Shader C

Shader

 Core

ibuffer ibuffer ibuffer ibuffer

obuffer obuffer obufferobuffer

Discrete Design Unified Design

Vertex shaders, pixel shaders, etc. become threads 

running different programs on a flexible core 



GeForce 8: First Fully Programmable GPU 



GPU CPU 

Heterogeneous Computing 
 



Low Latency or High Throughput? 

CPU 

Optimized for low-latency access to 

cached data sets 

Control logic for out-of-order and 

speculative execution 
 

GPU 

Optimized for data-parallel, 

throughput computation 

Architecture tolerant of memory 

latency 

More transistors dedicated to 

computation 
 



Low Latency or High Throughput? 

• CPU architecture must minimize latency within each thread 

• GPU architecture hides latency with computation from other thread warps 

GPU Stream Multiprocessor – High Throughput Processor 

CPU core – Low Latency Processor 

Computation Thread/Warp 

Tn 

 

Processing 

Waiting for data 

Ready to be processed 

Context switch 

W1 

 

W2 

 

W3 

 

W4 

 

T1 

 

T2 

 

T3 

 

T4 

 



K20X: 3x Faster Than Fermi 
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GPUs: Two Year Heart Beat 
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What is CUDA? 

• Programming language? 

• Compiler? 

• Classic car? 

• Beer? 

• Wine? 

• Coffee? 



CUDA Parallel Computing Platform 

       Hardware  

     Capabilities 

GPUDirect SMX Dynamic Parallelism HyperQ 

    Programming  

     Approaches 
“Drop-in” Acceleration 

Programming 

Languages 

OpenACC 

Directives 

Maximum Flexibility Easily Accelerate Apps 

    Development 

    Environment 

Nsight IDE 
Linux, Mac and Windows 

GPU Debugging and Profiling 

CUDA-GDB debugger 

NVIDIA Visual Profiler 

  Open Compiler 

     Tool Chain 
Enables compiling new languages to CUDA platform, and 

CUDA languages to other architectures 

Libraries 



Getting Started with CUDA 



GPU Accelerated Science Applications 
Over 110+ Accelerated science apps in our catalog.  Just a few: 

www.nvidia.com/teslaapps 

AMBER GROMACS LAMMPS 

Tsunami RTM 
NWChem 



GPU Accelerated Workstation Applications 

Fifty accelerated workstation apps in our catalog.  Just a few: 

www.nvidia.com/object/gpu-accelerated-applications.html 



3 Ways to Accelerate Applications 

Applications 

Libraries 

“Drop-in” 

Acceleration 

Programming 

Languages 

Maximum 

Flexibility  

OpenACC 

Directives 

Easily Accelerate 

Applications 



GPU Accelerated Libraries 
“Drop-in” Acceleration for your Applications 

NVIDIA cuBLAS NVIDIA cuRAND NVIDIA cuSPARSE NVIDIA NPP 

Vector Signal 
Image Processing 

GPU Accelerated 
Linear Algebra 

Matrix Algebra on 
GPU and Multicore NVIDIA cuFFT 

C++ STL Features 
for CUDA 

Sparse Linear 
Algebra IMSL Library 

Building-block 
Algorithms for CUDA 

ArrayFire Matrix 
Computations 

http://code.google.com/p/thrust/downloads/list


Explore the CUDA (Libraries) Ecosystem 

CUDA Tools and Ecosystem 

described in detail on NVIDIA 

Developer Zone: 

developer.nvidia.com/cuda-tools-ecosystem  

 

Watch GTC Library Talks 

 



3 Ways to Accelerate Applications 

Applications 

Libraries 

“Drop-in” 

Acceleration 

Programming 

Languages 

Maximum 

Flexibility  

OpenACC 

Directives 

Easily Accelerate 

Applications 



OpenACC Directives 
  

Program myscience 

   ... serial code ... 

!$acc kernels 

   do k = 1,n1 

      do i = 1,n2 

          ... parallel code ... 

      enddo 

    enddo 

!$acc end kernels  

  ... 

End Program myscience 

CPU GPU 

Your original  

Fortran or C code 

Simple Compiler hints 

Compiler Parallelizes code 

Works on many-core GPUs & 

multicore CPUs 

OpenACC 

Compiler 

Hint 



OpenACC Specification and Website 

Full OpenACC 1.0 Specification available online 

 

openacc.org 

 

OpenACC 2.0 Specification recently announced 

Available for public comment 

Implementations available from PGI, Cray, and 

CAPS 



Start Now with OpenACC Directives 

Free trial license to PGI 
Accelerator 

 
Tools for quick ramp 

 

www.nvidia.com/gpudirectives  

Sign up for a free trial of the 

directives compiler now! 



3 Ways to Accelerate Applications 

Applications 

Libraries 

“Drop-in” 

Acceleration 

Programming 

Languages 

Maximum 

Flexibility  

OpenACC 

Directives 

Easily Accelerate 

Applications 



GPU Programming Languages 

OpenACC, CUDA Fortran Fortran 

OpenACC, CUDA C C 

Thrust, CUDA C++ C++ 

PyCUDA, Copperhead, NumbaPro Python 

Alea.cuBase F# 

MATLAB, Mathematica, LabVIEW Numerical analytics 



Programming a CUDA Language 

CUDA C/C++ 

Based on industry-standard C/C++ 

Small set of extensions to enable heterogeneous programming 

Straightforward APIs to manage devices, memory etc. 

 

This session introduces CUDA C/C++ 



Prerequisites 

You (probably) need experience with C or C++ 

 

You don’t need GPU experience 

 

You don’t need parallel programming experience 

 

You don’t need graphics experience 



CUDA 5 Toolkit and SDK - 
www.nvidia.com/getcuda 

 



Heterogeneous Computing 

 Terminology: 

 Host The CPU and its memory (host memory) 

 Device The GPU and its memory (device memory) 

Host Device 

PEX 



SAXPY 
Standard C Code 

http://developer.nvidia.com/cuda-toolkit 

 

 

void saxpy(int n, float a, float *x, float *y) 

{ 

  for (int i = 0; i < n; ++i) 

    y[i] = a*x[i] + y[i]; 

} 

 

int N = 1<<20; 

 

// Perform SAXPY on 1M elements 

saxpy(N, 2.0f, x, y); 



Parallelism on a GPU – CUDA Blocks 

A function which runs on a GPU is called a “kernel” 

Each parallel invocation of a function running on the GPU is called a 
“block” 
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Parallelism on a GPU – CUDA Blocks 

A function which runs on a GPU is called a “kernel” 

Each parallel invocation of a function running on the GPU is called a 
“block” 

 

 

A block can identify itself by reading blockIdx.x 
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Grid0 



Parallelism on a GPU – CUDA Blocks 

A function which runs on a GPU is called a “kernel” 

Each parallel invocation of a function running on the GPU is called a 
“block” 

 

 

A block can identify itself by reading blockIdx.x 

 

 

blockIdx.x = 0 blockIdx.x = 1 blockIdx.x = 2 

… … 
 c 

Grid1 

blockIdx.x = W-1 



Parallelism on a GPU – CUDA Threads 

Each block is then broken up into “threads” 
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A thread can identify itself by reading threadIdx.x 

The total number of threads per block can be read with blockDim.x 
In the above example blockDim.x = M 
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Parallelism on a GPU – CUDA Threads 

Each block is then broken up into “threads” 

 

 

A thread can identify itself by reading threadIdx.x 

The total number of threads per block can be read with blockDim.x 
In the above example blockDim.x = M 

 

threadIdx.x = 0 threadIdx.x = 1 threadIdx.x = 2 threadIdx.x = M - 1 

… 

Bloc

k 



Why threads and blocks? 

Threads within a block can 
Communicate very quickly (share memory) 

Synchronize (wait for all threads to catch up) 

 

Why break up into blocks? 

A block cannot be broken up among multiple SMs (streaming 
multiprocessors), and you want to keep all SMs busy. 

Allows the HW to scale the number of blocks running in parallel based 
on GPU capability 

 



Why threads and blocks? 

 

 

 

 

 

Why break up into blocks? 

A block cannot be broken up among multiple SMs (streaming 
multiprocessors), and you want to keep all SMs busy. 

Allows the HW to scale the number of blocks running in parallel based 
on GPU capability 

 

GPU X 

Block 1 Block 3 

Block 2 Block 4 

Block 5 

Block 6 Block 7 

Block 8 

GPU Y 

Block 1 Block 3 

Block 2 

Block 4 

Block 5 

Block 6 

Block 7 Block 8 Time 



Hello Parallelism! 

Demo Hello Parallelism code using Visual Studio and CUDA 5.0 

Very similar steps using Nsight, Eclipse Edition 



SAXPY kernel 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    



SAXPY kernel 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    

blockIdx.x: 

Our Block ID 

blockDim.x: 

Number of threads 
per block 

threadIdx.x: 

Our thread ID 



SAXPY kernel 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    

i is now an index into our input 
and output arrays 



SAXPY kernel 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    

… 

Block 



SAXPY kernel – with data 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    



SAXPY kernel – with data 

__global__ void saxpy_gpu(int n, float a, float *x, float *y) 

{ 

    int i = blockIdx.x*blockDim.x + threadIdx.x; 

    if (i < n)  

        y[i] = a*x[i] + y[i]; 

}    

For blockIdx.x = 0 
i = 0 * 10 + threadIdx.x = {0,1,2,3,4,5,6,7,8,9} 

For blockIdx.x = 1 
i = 1 * 10 + threadIdx.x = {10,11,12,13,14,15,16,17,18,19} 

For blockIdx.x = 2 
i = 2 * 10 + threadIdx.x = {20,21,22,23,24,25,26,27,28,29} 

10 threads (hamsters) 

each with a different i 



SAXPY with Thrust 

High-level 

Parallel analogue 

to STL 

Performance-portable 

Productive 



SAXPY – Thrust 

With CUDA kernel 

With Thrust Transform 



Working with device memory 

cudaMalloc : Allocates memory on the GPU 

Use: cudaError_t cudaMalloc ( void** devPtr, size_t size ) 

Example: 

 int * d_data; 

 cudaMalloc( &d_data, SOME_NUM * sizeof( int ) ); 

 

cudaFree : Frees memory on the GPU 

Use: cudaError_t cudaFree ( void* devPtr ) 

Example: 

 cudaFree( d_data ); 

 

 

http://docs.nvidia.com/cuda/cuda-runtime-api/index.html
http://docs.nvidia.com/cuda/cuda-runtime-api/index.html


Working with device memory 

cudaMemcpy : Used to copy GPU memory 

Use:  

  cudaError_t cudaMemcpy ( void* dst, const void* src, size_t count, dir ) 

Example: 

 int *d_gpu, *host; 

 … 

 cudaMemcpy( d_gpu, host, SIZE_IN_BYTES, cudaMemcpyHostToDevice ); 

 … 

 cudaMemcpy( host, d_gpu, SIZE_IN_BYTES, cudaMemcpyDeviceToHost ); 

 

 

http://docs.nvidia.com/cuda/cuda-runtime-api/index.html


Error checking 

The cuda* calls are API calls: 

 

CHECK THE RETURN VALUE FOR ERRORS! 



SAXPY – Non-Thrust 

Manage memory with CUDA 



Why threads and blocks? 

Threads within a block can 

Communicate very quickly (share memory) 

Synchronize (wait for all threads to catch up) 

 

To look closer, we need a new example… 

 



1D Stencil 

Consider applying a 1D stencil to a 1D array of elements 

Each output element is the sum of input elements within a radius 

 

If radius is 3, then each output element is the sum of 7 input 

elements: 

radius radius 



Implementing Within a Block 

Each thread processes one output element 

blockDim.x elements per block 

 

Input elements are read several times 

With radius 3, each input element is read seven times 



Sharing Data Between Threads 

Terminology: within a block, threads share data via shared 

memory 

 

Extremely fast on-chip memory, user-managed 

 

Declare using __shared__, allocated per block 

 

Data is not visible to threads in other blocks 



Implementing With Shared Memory 

Cache data in shared memory 

Read (blockDim.x + 2 * radius) input elements from global memory to 

shared memory 

Compute blockDim.x output elements 

Write blockDim.x output elements to global memory 

 

Each block needs a halo of radius elements at each boundary 

blockDim.x output elements 

halo on left halo on right 



__global__ void stencil_1d(int *in, int *out) { 

  __shared__ int temp[BLOCK_SIZE + 2 * RADIUS]; 

  int gindex = threadIdx.x + blockIdx.x * blockDim.x; 

  int lindex = threadIdx.x + RADIUS; 

 

  // Read input elements into shared memory 

  temp[lindex] = in[gindex]; 

  if (threadIdx.x < RADIUS) { 

    temp[lindex - RADIUS] = in[gindex - RADIUS]; 

    temp[lindex + BLOCK_SIZE] =  

      in[gindex + BLOCK_SIZE]; 

  } 

Stencil Kernel 



__global__ void stencil_1d(int *in, int *out) { 

  __shared__ int temp[BLOCK_SIZE + 2 * RADIUS]; 

  int gindex = threadIdx.x + blockIdx.x * blockDim.x; 

  int lindex = threadIdx.x + RADIUS; 

 

  // Read input elements into shared memory 

  temp[lindex] = in[gindex]; 

  if (threadIdx.x < RADIUS) { 

    temp[lindex - RADIUS] = in[gindex - RADIUS]; 

    temp[lindex + BLOCK_SIZE] =  

      in[gindex + BLOCK_SIZE]; 

  } 

Stencil Kernel 



Stencil Kernel 

  // Apply the stencil 

  int result = 0; 

  for (int offset = -RADIUS ; offset <= RADIUS ; offset++) 

    result += temp[lindex + offset]; 

 

  // Store the result 

  out[gindex] = result; 

} 



Data Race! 

 The stencil example will not work… 

 

 Suppose thread 15 reads the halo before thread 0 has fetched it… 
 

    temp[lindex] = in[gindex]; 

    if (threadIdx.x < RADIUS) { 

        temp[lindex – RADIUS = in[gindex – RADIUS]; 

        temp[lindex + BLOCK_SIZE] = in[gindex + BLOCK_SIZE]; 

    } 

    int result = 0; 

    result += temp[lindex + 1]; 

 



Data Race! 

 The stencil example will not work… 

 

 Suppose thread 15 reads the halo before thread 0 has fetched it… 
 

    temp[lindex] = in[gindex]; 

    if (threadIdx.x < RADIUS) { 

        temp[lindex – RADIUS = in[gindex – RADIUS]; 

        temp[lindex + BLOCK_SIZE] = in[gindex + BLOCK_SIZE]; 

    } 

    int result = 0; 

    result += temp[lindex + 1]; 

 

Store at temp[18] 

Load from temp[19] 

Skipped, threadIdx > RADIUS 



__syncthreads() 

void __syncthreads(); 

 

Synchronizes all threads within a block 

Used to prevent RAW / WAR / WAW hazards 

 

All threads must reach the barrier 

In conditional code, the condition must be uniform across the block 



Stencil Kernel 
__global__ void stencil_1d(int *in, int *out) { 

    __shared__ int temp[BLOCK_SIZE + 2 * RADIUS]; 

    int gindex = threadIdx.x + blockIdx.x * blockDim.x; 

    int lindex = threadIdx.x + radius; 

 

    // Read input elements into shared memory 

    temp[lindex] = in[gindex]; 

    if (threadIdx.x < RADIUS) { 

        temp[lindex – RADIUS] = in[gindex – RADIUS]; 

        temp[lindex + BLOCK_SIZE] = in[gindex + BLOCK_SIZE]; 

    } 

 

    // Synchronize (ensure all the data is available) 

    __syncthreads(); 



Stencil Kernel 

    // Apply the stencil 

    int result = 0; 

    for (int offset = -RADIUS ; offset <= RADIUS ; offset++) 

        result += temp[lindex + offset]; 

 

    // Store the result 

    out[gindex] = result; 

} 



HEMI: Fully Portable C++ GPU Computing 

Functions compile and run on either CPU or GPU 

C++ classes useable on CPU and GPU 

Minimize platform-specific code 

HEMI_KERNEL(solve)(float *out, float *n, int N) { … } 

 

HEMI_KERNEL_LAUNCH(solve, gDim, bDim, 0, 0, output, input, N); 

CPU 

GPU 

NVCC 

compiler 

MS/GNU 

compiler 



HEMI Features 

 HEMI_DEV_CALLABLE 

 HEMI_DEV_CALLABLE_INLINE 
 Portable Functions 

 HEMI_DEV_CALLABLE_MEMBER 

 HEMI_DEV_CALLABLE_INLINE_MEMBER  Portable Classes 

 HEMI_KERNEL 

 HEMI_KERNEL_LAUNCH  Portable Kernels 

 hemi::Array  

  automatic GPU memory management 
 Portable Data 

 HEMI_DEFINE_CONSTANT 

 HEMI_CONSTANT 
 Portable Constants 



HEMI: CUDA Portable C/C++ Utilities 

Get HEMI: github.com/harrism/hemi 

 

Just one header file for macros 

One (optional) header file for hemi::Array class 

Examples: github.com/harrism/hemi/examples 

 

Open Source, Apache License v2.0 

 



What to accelerate? 

Profile your existing CPU code 

Look for the time hogs! 

Is it a good candidate? 

Nested loops, lots of parallelism, data independence.. 

Don’t have to port the whole code at once! 

Port in steps 

Analyze, Parallelize, Optimize, Deploy! 

‘High Productivity CUDA C/C++’ - S3008 – This room next! 

 



NVIDIA® Nsight™ Eclipse Edition 
for Linux and MacOS 

CUDA-Aware Editor 

Automated CPU to GPU code 
refactoring 

Semantic highlighting of CUDA code 

Integrated code samples & docs 

Nsight Debugger 

Simultaneously debug CPU and GPU 

Inspect variables across CUDA threads 

Use breakpoints & single-step 
debugging  

Nsight Profiler 

Quickly identifies performance issues 

Integrated expert system  

Source line correlation 

, 

developer.nvidia.com/nsight 



NVIDIA® Nsight™ Visual Studio Ed. 

System Trace 

Review CUDA activities across CPU and GPU  

Perform deep kernel analysis to detect factors 
limiting maximum performance 

CUDA Profiler 

Advanced experiments to measure memory 
utilization, instruction throughput and stalls 

 

CUDA Debugger 

Debug CUDA kernels directly on GPU hardware 

Examine thousands of threads executing in parallel 

Use on-target conditional breakpoints to locate errors 

CUDA Memory Checker 

Enables precise error detection 
 

, 



NVIDIA Visual Profiler 



nvprof – CUDA 5.0 Toolkit 

Textual reports 

Summary of GPU and CPU activity 

Trace of GPU and CPU activity 

Event collection 

Headless profile collection 

Use nvprof on headless node to collect data 

Visualize timeline with Visual Profiler 

 



Links to get started 

Get CUDA: www.nvidia.com/getcuda 

Nsight IDE: www.nvidia.com/nsight  

Programming Guide/Best Practices… 

 docs.nvidia.com 

Questions: 

NVIDIA Developer forums devtalk.nvidia.com 

Search or ask on www.stackoverflow.com/tags/cuda 

General: www.nvidia.com/cudazone 



Udacity Parallel Programming Course 

20,000+ Students Already 

Taking the course! 

 

IT’S FREE! 

 

Udacity.com 



Interesting Sessions 

Hands-on Labs 

CUDA Application Optimization  

Nsight Eclipse – S3528, Wednesday @ 16:00 

Nsight Visual Studio– S3535, Thursday @ 17:00 

Thrust 

Getting Started with Thrust – S3524, Wednesday @ 09:00 

Talks 

Optimizing a Lattice Monte Carlo Algorithm Using CUDA and 

Thrust 

S3116, Thursday @ 10:00 

 


