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Performance per Watt or Energy Efficiency is emerging to be an

essential parameter for High Performance Computing.

GPUs are known to provide better performance to power ratio as

compared to general-purpose CPUs, for certain applications. In

this study we employ non-linear regression to estimate power and

energy consumption of some common optimized high performance

kernels (DGEMM, FFT, PRNG and FD stencils) on a multi-GPU

platform. Using only 3 variables, we found the average error be-

tween measured and predicted values of power and energy to be

approximately 5%.

MOTIVATION

In statistics, Regression Analysis is a popular technique for es-

timating relationship between a dependent variable, and multi-

ple independent variables, and is a vital tool to study causal re-

lationships. Likewise, we aim to study the relationship between

Power/Energy, and some attributes obtained from hardware coun-

ters and current program (execution time, operations/second, etc).

In a previous study, we had used linear regression modeling to es-

timate power/energy, and found good prediction accuracy, but fur-

ther diagonistics were required to refine the model[5]. We have

taken the non-linear regression approach, because a rigid form

of dependence between the dependent and independent variables

might result in incorrect estimations for a varied dataset as ours.

We perform a 10-fold cross-validation on our dataset to determine

the veracity of the models. Average error between measured and

predicted values of power and energy were found to be approxi-

mately 5% for power and energy, respectively, using just 3 vari-

ables as predictors. We have also developed a library (UHPwrLib)

to capture the power consumption of our multi-GPU test node, to

evaluate statistical predictions with actual empirical results. Con-

trary to some of the existing studies in this area, our results indicate

that it is possible to provide a power/energy estimation using a lim-

ited set of independent variables, using a fairly simple modeling

strategy to achieve acceptable precision[1, 2, 3, 4].

INTRODUCTION

Generalized Additive Model (GAM) is one of the alternative

methods to perform regression. Instead of trying to fit a single

parameter in a model (that represents relationship between in-

dependent and dependent variables), it performs an operation

called ”smoothing” on independent variables, for estimating the

dependent variable. The idea is to fit a model of the form:

Y = f0 +

p∑

j=1

f j(Xj) + ǫ

where ǫ has mean 0 and finite variance, Xj represents variables

or functions of independent variables, and the functions - f j(...)

are the smoothers. For optimizing our models, we ran the GAM

process on different combination of variable and analyzed each

independent variable to test whether the smoothed version of the

variable made a significant contribution to the predicted value of

the dependent variable. The gam function of mgcv library of R

statistical package was used to perform all the tests.

Following GPU hardware counters (collected from Nvidia CUDA

Profiler) are considered as independent variables in the model.

a) Instructions issued b) L2 cache read misses c) DRAM reads

GENERALIZED ADDITIVE MODEL

We have used a Yokogawa WT500

3-phase power analyzer, here are

some facts: a) Capable of measuring

power for approx. 100 heterogeneous

nodes b) Sampling frequency - 100 ms

c) NIST calibrated, endorsed by SPEC

d) Using a thread-safe API to collect

power information (UHPwrLib).

POWER MEASUREMENT

Apart from hardware counters, we

noticed that some performance at-

tributes like execution time and opera-

tion throughput have a positive impact

on the predictive model.

Energy = f (Instructions Issued+

L2 Cache Misses+

Elapsed Time)

Power = f (DRAM reads+

L2 Cache Misses+

Operations per unit time)

A Partial Residual plot shows the

relationship between an independent

and dependent variable, considering

other independent variables are already

in the model.

POWER/ENERGY ESTIMATION

Code executed on 1-to-4 Nvidia Tesla

M2050 devices, on a multi-GPU node,

each having 3 GB of GDDR5 memory.

Idle power of the entire node is ap-

proximately 320 Watts (idle power of a

single GPU - 60 Watts). Data transfer

time was included in measurements.
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Effect of II - Instructions Issued, TT - Elapsed Time and L2M -

L2 Cache Misses on Power. On the Y-axis, there is the ”smoother”

function. The histogram of residuals represent the deviation from

measured values.
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Effects of TH - Operations per Second, DR - DRAM Reads and

L2M - L2 Cache Misses on Energy. On the Y-axis, there is the

”smoother” function.
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We have shown that it is possible to estimate power

and energy with a small set of dependent variables,

in the form of hardware counters and performance

attributes. Our average errors for predicted values

of power and energy are well within 5%. However,

statistical tests rely a lot on input data, and although

we sampled data from multiple runs of 4 different

kernels, it is still not enough to accurately estimate

a vast range of possibilities. In near future, we plan

to include more data from many applications, and

analyze using different regression techniques.

CONCLUSIONS
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