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Background ~ What‟s so special about insurance? 

• Somewhat “atypical “ GPU candidate  

– Lots of input/context data 

– Lots of calculations and conditionals within 

a given loop structure 

- e.g., within a loop a large number of 

connected calculations are performed 

– Projection code may be multi-purpose 

- Might want the average of a distribution 

- Might want the elements of the 

distribution 

- Might want all the cash flows feeding into 

the distribution 

– Moderate arithmetic intensity – exhibits 

high number of memory accesses relative 

to number of calculations 

 

• Large number of cash flow projections 

– Embarrassingly parallel 

– Monte Carlo simulations 

– Execute large number of paths and 

sensitivities 

– Nested Simulations ~ launching new Monte 

Carlo simulations inside of other 

simulations 

• Complex product operation 

– Multiple investment funds and types 

– Multiple fee and expense mechanisms 

– Demographic factors (mortality, morbidity) 

– Behavioral factors (lapse, withdrawal, 

loans) 
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Example ~ Cash flow projection of variable annuity contract 
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Illustrative example of: Guaranteed 5% annual withdrawal for life 

Limited withdrawals and 
benefit increases during 
periods of good fund 
performance introduce 
behavioral and state 
dependent situations. 

Account value may be linked to a 
large number of drivers.  Multiple 
investment funds, deposits, 
withdrawals, fees, bonus features, 
etc. 

Many inputs and assumptions 
such as mortality and lapse vary 
by time.  This increases the size 
of inputs considerably. 

Input data may consist of 
several hundred of data 
elements. 

Potential for branch divergence as 
benefits may trigger at different 
points in time. 

“Inner” 
scenarios  

“Outer” 
scenarios  

Simulations may be nested 
inside other simulations. This 
can ultimately result in 
hundreds of millions of 
projection paths 
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Background ~ Goals and Constraints of CUDA Port 

• Goals 

– Improve execution performance by material factor 

- Two times performance improvement would not justify cost and effort of port 

– Redesign legacy application framework to support large scale parallel processing environments 

• Constraints 

– Must be able to replicate all existing application features 

– Require a minimum level of C++ functionality  

- Class inheritance, virtual functions, template classes 

– Cannot radically alter existing code base 

- Majority of logic/functions should remain the same to minimize code breakage 

– Need to be able to build and deploy CPU and GPU versions of the application off a single code base 

– Cannot rely on targeting localized sections of code (e.g., “parallel for” type scenarios) 
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Staging the port 
 

1 Redesign framework to facilitate 

processing in parallel 

• Change classes so they operate on data rather than contain data 

• De-couple initialization phase from processing phase 

2 
Create GPU prototype for 

relatively simple calculation 

module 

• High calculation intensity with relatively low data complexity 

• Ensure performance objectives can be realized 

3 Move complex data structures 

and logic to GPU 

• Develop data serialization/deserialization approaches 

• Instantiate nested class objects on GPU 

4 Tuning – Data Structures 

• Optimize initialization code 

• Reduce heap allocations 

• Assess thread local memory requirements 

5 Tuning – Calculation Code 

• Further optimize memory layout 

• Improve occupancy 

• Template out common conditions 

6 Advanced Feature – Nested 

Projections 

• Can be accomplished via recursion  but this limits number of threads 

• Other designs may yield improved GPU utilization 

7 Advanced Feature – User defined 

code 

• Handled on CPU by loading dll‟s 

• Dll option not yet viable on GPU 

• Need to merge user code with application code 
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Heaps of trouble! 

• Object allocation and lifetime presents challenges 

when moving classes up to the GPU. 

• Legacy C++ classes may happily „new‟ objects 

behind the scenes but this may need to be handled 

differently on the GPU.  GPU code which re-maps 

pointers to pre-allocated code may inadvertently 

create a memory leak. 

• The following graph shows an profile with an 

undetected memory leak on the GPU. Each 

successive kernel launch illustrates worsening 

performance. 

• Avoiding heap allocation altogether may be difficult 

if virtual functions and/or polymorphism are in use 

in code running on the GPU 

Worsening performance between 
kernel launches may be indicative 
of a memory leak 

Now that ‘new’ and ‘delete’ are 
available in CUDA, improved leak 
detection tools would be helpful. 

Impact of memory leaks on kernel 
execution time 
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Heap allocations appear to carry an increasing penalty with each subsequent 
allocation 

• A high number of heap allocations on the GPU has 

a significant impact on performance 

– Driven primarily by number of allocations rather 

than size 

• First round of performance tuning can yield 

significant benefits if excessive heap allocations are 

eliminated 

• Chart shows „early days‟ profiling results of kernel 

execution time before and after heap allocations 

were reduced 

– Pre-allocate object memory from CPU 

– Avoid allocations of empty/unused objects 

– Collapse smaller objects into a single larger object 

• Decreasing performance improvement observed as 

number of heap allocations becomes small 
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and after refactoring 
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Avoid excessive heap allocations.  Use 
‘new’ sparingly on the GPU. Watch for 
buried ‘new’ statements in constructors. 
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Other C++ pitfalls, tips and considerations 

• It would appear that an object‟s vtable is only valid for a 

single kernel launch.  Data can be carried between 

kernel launches but an object with virtual functions must 

be re-instantiated for each kernel launch.   

• Use care when porting classes with inheritance and 

virtual destructors. NVCC will allow you to (accidentally) 

omit the __device__ keyword in some cases resulting in 

an unexplained kernel crash. 

• Consider using a typedef in place of double and/or float.  

This allows the numeric precision to be easily toggled 

and builds targeting different precision levels can be 

readily created.  

 

C++ Developer Wishlist 

• Even basic support for try/catch 
handlers in device code would simplify 
C++ ports. 

• Better compile time enforcement for 
virtual functions and destructors. 
Compiler sometimes allows compilation 
and then crashes at execution time. 

• Unify command line parameters 
between CPU and GPU debugger. 

• Better error information. Virtually all 
errors associated with C++ issues fall 
into the ‘unknown error’ category. 

• Add modular compilation or linker to 
reduce overall compile time for large 
projects. 
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Profile early and often 

• Learn to use the profiler as soon as possible! 

• Attempt to profile incrementally – as additional code is 

introduced the cost can be assessed  

– Assess cost of constructing class objects 

– Assess cost of initializing data 

– Understand what aspects of calculation code are 

expensive 

• Where nested objects are difficult to pull apart, use a 

test class which contains only a portion of the full class 

• Profile the „do nothing‟ case 

– Ensure that throughput to GPU is sufficient and after 

initialization there is still sufficient capacity to meet 

execution targets 

Kudos to NVidia for creating top 
quality profiling tools as part of the 
development environment. 

 

Having a mechanism to time sub-
sections of kernel code would be 
highly valuable. 

 

Documentation or case studies 
which tie profiler metrics to common 
performance issues would be useful 
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Summary of advice for project managers and development leads 

• Porting a large C++ project to CUDA is quite challenging.  The following advice may make the process 

less painful. 

– Establish a baseline set of numeric validation tests and automate the test execution. 

– Treat NVCC as a brand new compiler.  Even though it integrates well with Visual Studio there can still 

be a significant learning curve. 

– Learn to use the profiler early into the project. 

– Profile often and in incremental steps. 

– Create smaller proxy/test/adaptor classes to permit classes to be decoupled from each other 

– Consider thread local memory requirements carefully.  Something which seems small (e.g., <1MB) on 

the CPU may be enough to exhaust GPU memory if several thousand threads are being launched. 

– Expect to have to redesign data structures to operate efficiently on the GPU 

– Plan for a few unexpected problems 

- Tracking down memory leaks, failed kernel launches, compiler anomalies 

– Do not expect remarkable performance simply because code has been ported. Tuning takes time and 

effort. 
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Positive impacts of porting to CUDA 

• Prepares the application for large scale parallel processors 

– Application framework needs to be able to supply sufficient work to keep processor cores busy 

– May require framework redesign out of the gate 

• Highlights thread scalability “illusions” 

– Application was multi-threaded so scalability not considered to be an issue 

– However, thread local memory and allocation requirements surface issues on the GPU long before 

a CPU has enough threads to create a problem 

– Requires much more disciplined memory management habits 

• Improves performance on both CPU and GPU versions 

– In general, performance improvements on GPU version also improve the CPU version 

– Highlights application performance as a key software feature – keeps the focus sharp! 

Most importantly ~ we feel the application is now much better positioned to leverage 

improvements in processor technology well into the future 
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About Oliver Wyman and Atlas 

About Oliver Wyman 

With offices in 50+ cities across 25 countries, Oliver Wyman is a leading global management consulting firm that combines 

deep industry knowledge with specialised expertise in strategy, operations, risk management, organisational 

transformation, and leadership development.  The firm's 3,000 professionals help clients optimise their businesses, 

improve their operations and risk profile, and accelerate their organisational performance to seize the most attractive 

opportunities.   

Oliver Wyman is part of Marsh & McLennan Companies [NYSE: MMC].  

For more information, visit www.oliverwyman.com.  

About ATLAS  

ATLAS is Oliver Wyman’s world class platform for modeling and managing the risk of variable annuities, expressly 

engineered to meet the full range of business needs of VA providers. ATLAS is a robust, complete platform that offers 

superior functionality and unparalleled speed without compromising on flexibility.  

With a proven track record and an extensive global client list, Oliver Wyman is able to draw on best practices and years of 

experience to facilitate the successful implementation of ATLAS across business applications, ensuring a complete transfer 

of knowledge and professional, timely ongoing software support.  

For more information, contact atlas.support@oliverwyman.com 
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